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Fragments from reorganizing.
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Groups drop
Second differences compare two effects: 

	
Does obesity have the same effect for all combinations of gender and race:?

	

	
which is rejected at the .001 level.



[image: ][image: ]

and test: 
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Descriptive statistics (N=16,226)

            White               Nonwhite            Difference†
            --------------      ---------------     -------------
                       Std               Std
Variable     Mean      Dev       Mean    Dev         ΔMean   p
------------------------------------------------------------------
goodhlth    0.769      ---      0.565   ---         0.205   <.001
diabetes    0.162      ---      0.281   ---        -0.120   <.001
age        66.514   10.421     64.099   9.677       2.415   <.001
active      0.303      ---      0.223   ---         0.080   <.001
obese       0.286      ---      0.390   ---        -0.104   <.001
female      0.532      ---      0.575   ---        -0.043   <.001
highschool  0.853      ---      0.563   ---         0.289   <.001
married     0.692      ---      0.541   ---         0.150   <.001
income     74.280   99.389     41.013  58.376      33.268   <.001
ihsincome   4.523    1.001      3.809   1.164       0.714   <.001
------------------------------------------------------------------
N           12,427              3,799             

Note: † ΔMean is group difference in the means; p is the significance level
1. Pr(y=1|x) is the shaded region in the following graph.


Linear model for y*
[image: ]

The observed effects of x are indistinguishable for the two groups.
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1. Even if the problem caused by scalar identification can be solved, I do not find the comparison of the regression coefficients useful.
Regression coefficients are not in a natural metric
I want to understand differences in the metric of probabilities
Does 		PrM(y|x=x*) = PrW(y|x=x*)	?
Does 		Δ PrM/Δ z = Δ PrW/Δ z 		?
These are related as we can see in this figure…

Comparing different groups
1. Another way to think of the effects of race and activity is to note that the health deficit for being nonwhite is roughly equal to the benefits of being active. This is seen in figure 8 by comparing the line for inactive whites (hollow squares) and active nonwhites (solid circles). The probabilities differ by -.01 at age 50 with a maximum of .05 at age 75, but none of the differences are significant.
[image: D:\Dropbox\Active\ICPSR cda 2018\Work\grouplec-lm-diabetesV1-agePR-active.emf]
hile our paper focuses on comparing two groups using binary logit and probit, our methods can be used with any regression model where predictions and marginal effects can be estimated along with standard errors. In models with more than two outcome categories, our methods can be applied to the probability of each outcome. In models such as binary logit or ordinal probit, an advantage of our approach is that it deals with the scalar identification of regression coefficients without additional, untestable assumptions. But, even in models where the coefficients are identified, comparing groups using predictions and marginal effects have advantages in any model in which the outcome has a nonlinear relationship with regressors. Even in linear models, whether the outcome is continuous or binary, our methods are useful if nonlinearities, such as quadratics or interaction terms, are included in the model. In these cases, our approach provides insights that go beyond those provided by tests of regression coefficients. For example, if we used a linear probability model for diabetes, we would include age and age-squared as regressors due to the quadratic relationship between age and diabetes. For example, suppose that we have the linear probability model 

	

	











 where  represent any other regressors. Since  and  are regressors, the marginal effect of  depends on  and  as well as the values of ,  and . In this case, testing the group equality of marginal effects is more useful than testing the equality of regression coefficients. If  was not in the model, our approach using marginal effects is equivalent to testing if .
Finally, while our examples were relatively simple and we compared only two groups, the same methods can be used with any number of groups and in models with many regressors including higher order interactions. Further, our methods can be extended beyond testing for group differences to interpreting interactions more generally, such as dichotomous by dichotomous interactions, continuous by continuous interactions, and three-way interactions.
  20=1     

[bookmark: _Toc509422532][bookmark: _Toc510621984]OLD Conclusions
1. LRM: Chow-type tests are used to compare coefficients across groups.
1. BRM: Chow-type tests should not be used due to identification.
1. Two approaches for comparing groups
Slope coefficients: With added assumptions tests are possible.
Probabilities: Tests are not affected by the identification issues.
1. Both approaches have limitations
Tests of regression coefficients
1. Can the equality assumption be justified?
1. Technical issues regarding tests (see Williams 2009).
1. Are the coefficients what you want to test?
1. Does it matter whether gender differences in tenure are due to differences in the effect of articles or differences in unexplained variation?


Tests of predictions
1. The substantive question is:
	"Is the effect of articles the same for men and women?" 
1. With probabilities, this does not have a simple answer.
1. Do you need to adjust for multiple tests? If so, how?
1. Do you have sufficient observations to support your conclusions? 
Are the predictions on the support?
Was Allison right?
"Differences in the estimated coefficients tell us nothing about the differences in the underlying impact of [publications] on [tenure for] the two groups."
1. Predicted probabilities are not affected by the identification problem.
1. Odds ratios can be computed as an average of predicted probabilities.
1. Accordingly, you can test if the OR's are equal across groups. But would you want to?

Fundamentally, what is an effect?
1. Can probabilities show the effect of articles?
1. Are regression coefficients required to describe an effect?



[bookmark: _Toc510621985]Tenure cuts
logit (N=2797): Factor Change in Odds

  Odds of: Tenure vs NoTenure

WOMEN              b         z     P>|z|    e^b    e^bStdX  
-----------------------------------------------------------
    constant   -2.50116  -17.858   0.000   0.0820   0.2974  
    articles    0.04714    4.490   0.000   1.0483   1.3150  

MEN                b         z     P>|z|    e^b    e^bStdX  
-----------------------------------------------------------
    constant   -2.72101  -22.402   0.000   0.0658   0.2673 
    articles    0.10239    9.756   0.000   1.1078   1.8054 

----------------------------------------------------------------
       b = raw coefficient
       z = z-score for test of b=0
   P>|z| = p-value for z-test
     e^b = exp(b) = factor change in odds for unit increase in X
 e^bStdX = exp(b*SD of X) = change in odds for SD increase in X
Comparing groups using probabilities
1. Compute the discrete change for gender (group difference):

	
1. With a 95% confidence interval (CI):

	
1. With repeated sampling, we expect Δm-w to fall within interval 95% of the time.
1. The CI can be computed using
Delta method using margins which is fast
Bootstrap which is 1,000 time slower
1. With one RHS variable, we can plot all probabilities and discrete changes....
Probabilities and group difference
  A: Probabilities by group			  B: Discrete change with CI
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmgroups-tenureV1-m2-prob.emf] [image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmgroups-tenureV1-m2-dcCI.emf]


Group difference with CI or a broken line 
B: Group difference with CI			C: Group difference with broken line 
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmgroups-tenureV1-m2-dcCI.emf] [image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmgroups-tenureV1-m2-dcSIG.emf]


Comparing groups with additional variables
1. For a given z=Z*:

	
1. Group difference depends on the level of all variables:

	
[bookmark: _Toc489277147]M3: articles and prestigious jobs
logit (N=2797): Factor Change in Odds 

  Odds of: Tenure vs NoTenure

WOMEN              b         z     P>|z|    e^b    e^bStdX  
-----------------------------------------------------------
    constant   -2.60432  -17.320   0.000   0.0740   0.2829
    articles    0.06761    5.358   0.000   1.0699   1.4811 
     presthi   -1.98396   -2.685   0.007   0.1375   0.7484 


MEN                b         z     P>|z|    e^b    e^bStdX 
-----------------------------------------------------------
    constant   -2.71499  -22.268   0.000   0.0662   0.2681
    articles    0.10554    9.890   0.000   1.1113   1.8385 
     presthi   -0.94529   -2.058   0.040   0.3886   0.8627 


M3: Plot of probabilities
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmgroups-tenureV1-m3-prob-prsthi.emf]

M3: Group differences
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmgroups-tenureV1-m3-dcSIG-prsthi.emf]


Est test fit MEs


for a discussion of ideal types
1. He we focus on joint estimation and testing.
Compute profiles individually
//  #5a predictions computed individually

qui mtable, rowname(Average person) clear ci ///
    at((mean) _all) // or use atmeans
qui mtable, rowname(Young lower ed kids) below ci ///
    at(agecat=1 k5=2 k618=0 inc=10 lwg=.75 hc=0 wc=0)
qui mtable, rowname(Young higher ed kids) below ci ///
    at(agecat==1 k5==2 k618==0 wc==1 hc==1 inc=16.6 lwg=1.62)
qui mtable, rowname(Middle age higher ed kids)  below ci ///
    at(agecat==2 k5==0 k618=1.37 wc==1 hc==1 inc=27.7 lwg=1.41) 
mtable, rowname(Older higher ed) below ci ///
    at(agecat==3 k5==0 k618==0 wc==1 hc==1 inc=27.9 lwg=1.38)

To save the atspec:
1. mtable, atmeans returns the at() specification that we save in a local:
. mtable, rowname(Average person) atmeans clear ci
∷
. di "`r(atspec)'"

k5=.2377158 k618=1.3532537 1b.agecat=.39575033 2.agecat=.38512616 3.agecat=.2191
> 2351 0b.wc=.7184595 1.wc=.2815405 0b.hc=.60823373 1.hc=.39176627 lwg=1.0971148
>  inc=20.128965 
1. We could type this into mtable, at(….), but locals are quicker.


Computing multiple profiles
1. Make predictions
. mtable, atmeans
∷
. local Average "`r(atspec)'"

. mtable, at(agecat=1 k5=2 k618=0 inc=10 lwg=.75 hc=0 wc=0)
∷
. local YoungLowEdMom "`r(atspec)'"

. mtable, at(`Average') at(`YoungLowEdMom') post

Expression: Pr(lfp), predict()

           |                            2.        3.        1.        1.
           |       k5      k618    agecat    agecat        wc        hc 
 ----------+------------------------------------------------------------
         1 |     .238      1.35      .385      .219      .282      .392 
         2 |        2         0         0         0         0         0 

           |                              
           |      lwg       inc     Pr(y)
 ----------+-----------------------------
         1 |      1.1      20.1     0.578
         2 |      .75        10     0.159




Est test fit

1. Probability of what was observed for each observation 

	
1. If observations are independent, Pr(HH) = Pr(H)*Pr(H). Thus,

	
1. For logit

	
1. For probit 
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. list k5 k618 agecat wc hc lwg inc in 1, clean

       k5   k618   agecat      wc      hc        lwg      inc  
  1.    0      3    30_39   NoCol   NoCol   .8532125   28.363  

. mchange lwg, at(k5=0 k618=3 agecat=1 wc=0 hc=0 lwg=.8532125 inc=28.363) atmeans

logit: Changes in Pr(lfp) | Number of obs = 753

             |    Change       P>|z|
-------------+----------------------
lwg          |
          +1 |     0.137      0.000
         +SD |     0.084      0.000
    Marginal |     0.148      0.000

Base values of predictors

    |     k5    k618   agecat      wc      hc     lwg      inc 
----+-----------------------------------------------------------
 at |      0       3        1       0       0    .853     28.4 
1. Do this for all cases and plot...
#5.5 computing the distribution of effects for wc
Stata 14 distribution of marginal effects

margins, dydx(wc) generate(dydxwc)

1. The variable dydxwc has the DC for each observation
1. Plot using graph
1. help margins undocumented for details on the generate() option
Using Stata 12 and Stata 13
1. Estimate the model.
1. Change wc to 0 for all cases and compute predictions:
gen wc_orig = wc
label var wc_orig "source wc variable"
replace wc = 0
predict pratwc0
label var pratwc0 "PR if wc=0 for all cases"
Change wc to 1 for all cases and compute predictions in pratwc1.
1. Create prdif = pratwc0 - pratwc1 and take the mean of prdif.
. // AME for wc
. gen wc_orig = wc // save original values for wc
. replace wc = 0 // make all cases wc=0
(212 real changes made)
. predict pratwc0 // make predictions
(option pr assumed; Pr(lfp))
label var pratwc0 "PR if wc=0 for all cases"

. replace wc = 1 // make all cases wc=1
(753 real changes made)
. predict effects_phat1 // make predictions
(option pr assumed; Pr(lfp))
label var pratwc1 "PR if wc=1 for all cases"

. replace wc = wc_orig // restore original values
(541 real changes made)
. drop wc_orig

. gen double me_wc = pratwc1 - pratwc0 // DCwc
. label var me_wc "Discrete change of wc on Pr(LFP)"

. * sum me_wc matches result from margins, dydx(wc)
. sum me_wc

    Variable |       Obs        Mean    Std. Dev.       Min        Max
-------------+--------------------------------------------------------
       me_wc |       753    .1624037    .0344572   .0074083    .196826

Distribution of DC for wc
[image: D:\My Box Files\CDA13\Work\cda13lec-brm-lfp-effects-wc.emf]
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M1: β0, β1, β2    M2: β0, β1, β3    M3: β0, β1, β2, β4    M4: β0, β1, β2, β3, β4

TODO update figure
[image: ]

DROP Computation of LR
1. MC with LC=L(MC) is nested in MU with LU=L(MU).
1. βC is created from βU by imposing constraints.
1. We test the hypothesis: 
	H0: The constraints imposed on βU are true.
1. The LR test statistic equals: 

[image: D:\Dropbox\CDA_research\Work\Sage2\test-wald-lr-lmV2-lr.emf]	
1. Under general conditions, if H0 is true:

	



H0: βk5 = 0
Restricted model
. logit lfp    k618 i.agecat i.wc i.hc lwg inc, nolog
  <snip>
. estimates store dropk5


LR test
. lrtest full dropk5

Likelihood-ratio test                                 LR chi2(1)  =     62.55
(Assumption: dropk5 nested in full)                   Prob > chi2 =    0.0000



Having young children is significant at the .01 level (LRX2(1)=62.55).
[image: D:\Dropbox\CDA_research\Work\Sage2\PrePosted figures\test\test-chisq5df.emf]


All non-intercept coefficients are zero 
Full model
. logit lfp k5 k618 i.agecat i.wc i.hc lwg inc

Iteration 0:   log likelihood = -514.8732  
<snip>
Iteration 4:   log likelihood = -452.72367

Logistic regression                               Number of obs   =        753
                                                  LR chi2(8)      =     124.30

         lfp |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
          k5 |  -1.391567   .1919279    -7.25   0.000    -1.767739   -1.015395
        k618 |  -.0656678    .068314    -0.96   0.336    -.1995607    .0682251
      agecat |
      40-49  |  -.6267601    .208723    -3.00   0.003     -1.03585   -.2176705
        50+  |  -1.279078   .2597827    -4.92   0.000    -1.788242   -.7699128
          wc |
    college  |   .7977136   .2291814     3.48   0.001     .3485263    1.246901
             |
    college  |   .1358895   .2054464     0.66   0.508     -.266778    .5385569
         lwg |   .6099096   .1507975     4.04   0.000      .314352    .9054672
         inc |  -.0350542   .0082718    -4.24   0.000    -.0512666   -.0188418
       _cons |   1.013999   .2860488     3.54   0.000     .4533539    1.574645

. estimates store full
Restricted
. logit lfp

Iteration 0:   log likelihood =  -514.8732
<snip>
. estimates store constant

. display 2*(-452.72367 - -514.8732)
124.29906
LR test
. lrtest full constant

Likelihood-ratio test                                 LR chi2(8)  =    124.30
(Assumption: constant nested in full)                 Prob > chi2 =    0.0000

We can reject the hypothesis that all coefficients except the intercept are zero at the .01 level (LRX2=124.3, df=8).
[image: D:\Dropbox\CDA_research\Work\Sage2\PrePosted figures\test\test-chisq5df.emf]

Comparing LR and Wald results
1. LR and Wald are asymptotically equivalent, differ in finite samples
             |         | Wald             | LR               |
             |      df |    chi2     pval |    chi2     pval |   Ratio
-------------+---------+------------------+------------------+---------
        k5_0 |   1.000 |  52.569    0.000 |  62.554    0.000 |   0.840
     wc_hc_0 |   2.000 |  17.832    0.000 |  18.684    0.000 |   0.954
       wc_hc |   1.000 |   3.239    0.072 |   3.264    0.071 |   0.992
    agecat_0 |   2.000 |  24.273    0.000 |  25.417    0.000 |   0.955
         all |   8.000 |  95.897    0.000 | 124.299    0.000 |   0.772
1. Which test is used is often determined by convenience and convention
1. LR test requires estimation of two models, but subtraction is easy
1. Wald test requires estimation of single model, but the computation requires matrix manipulations
1. Statisticians generally prefer the LR test


Practical issues when computing the LR test
1. The same sample must be the same for all model
· Since ML excludes cases with missing data, the sample size can change when the variables in a model change
· Construct a data set that excludes every observation that has missing values for any of the variables used in any of the models being tested
· Use keep or drop to select observations that have no missing values for variables in the model
1. Dropping categories of factor variable 
· Start with 
logit y female 2.edcat 3.edcat 4.edcat
· You cannot drop 2.edcat with
logit y female         3.edcat 4.edcat
· How should you do this?
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HWB (10, 13, 115) propose a checklist
1. Review documentation. Check the web site for best practices 
1. Identify the variables for survey adjustment. 
· This can be difficult
· Perform descriptive analyses of the survey design variables. Contact the data provide with questions if necessary
· HWB talk about a paper using sampling weights that were the physical weight of each person!
1. Plot survey weights against variables of interest. Variability in the weights can affect sampling variability of descriptive statistics 
· Strong relationships between weights and substantive variables suggest the weights are "highly informative"
· Large values on a survey variable and the weight suggest cases that are influential and should be checked


1. Create an analysis dataset with analysis variables and survey design variables
· Rather than deleting cases, create indicators for important analysis subclasses
· Review the descriptive statistics
1. Examine the documentation to understand nonresponse issues 
· Study patterns and rates of missing data
· Examine whether there is systematic differences between cases with missing data and those without
· Check the web site for information on handling missing data
· Contact the data producer if you have questions


Check the survey specification
Carefully verify the svy variables. Here I do it quickly. 
. tab1 secu, miss

-> tabulation of secu

   sampling |
      error |
computation |
       unit |      Freq.     Percent        Cum.
------------+-----------------------------------
          1 |      9,190       49.76       49.76
          2 |      9,277       50.24      100.00
------------+-----------------------------------
      Total |     18,467      100.00


. tab1 stratum, miss

-> tabulation of stratum

 stratum id |      Freq.     Percent        Cum.
------------+-----------------------------------
          1 |        271        1.47        1.47
<snip>
         56 |         84        0.45      100.00
------------+-----------------------------------
      Total |     18,467      100.00

. return list

scalars:
                  r(N) =  18467
                  r(r) =  56

. sum kwgtr stratum

    Variable |       Obs        Mean    Std. Dev.       Min        Max
-------------+--------------------------------------------------------
       kwgtr |     18467    4144.727    2973.475          0      16532
     stratum |     18467    30.99767    14.87565          1         56



. dotplot kwgtr
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-svy-hrsV1-kwgtr-weight-dotplot.emf]


. dotplot stratum
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-svy-hrs-stratum-dotplot.emf]	

Examining age since I am studying aging
. sum age // without svy adjustments

    Variable |       Obs        Mean    Std. Dev.       Min        Max
         age |     18467    68.49911    11.13225         25        105

. svy: mean age // compute svy mean
(running mean on estimation sample)

Survey: Mean estimation

Number of strata =      56        Number of obs    =     18467
Number of PSUs   =     112        Population size  =  76540667

             |             Linearized
             |       Mean   Std. Err.     [95% Conf. Interval]
-------------+------------------------------------------------
         age |   66.50474   .1729256      66.15833    66.85116
--------------------------------------------------------------  <snip>

. estat sd // retrieve svy sd

-------------------------------------
             |       Mean   Std. Dev.
-------------+-----------------------
         age |   66.50474    10.38082
-------------------------------------

. sum age if age>=75

    Variable |       Obs        Mean    Std. Dev.       Min        Max
-------------+--------------------------------------------------------
         age |      5411     82.0632    5.545016         75        105

. dotplot age, ylab(25(10)105)
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-svy-hrs-age-dotplot.emf]

20 tests when β=0
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf]
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf]
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf]
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf]
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf]
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 test\test-zdistV2.emf]


Overview of Wald test
1. The Wald test estimates model without constraints.
1. Hypothesis H0: β=0 imposes a constraint on the coefficient.
1. The Wald test evaluates:
· Distance from the unconstrained estimate to the constraint
· 
Curvature of ln L at the constraint as indicated by  
1. The flatter the curve, the less significance.
Shown on next page...




[bookmark: _Toc489277110][bookmark: _Toc510621970]Internal fit drop
[bookmark: _Toc510621971]Readings and examples
Long & Freese: pages 206-218
cdaicpsrlec18-fitinternal-*.do
[bookmark: _Toc489277112][bookmark: _Toc510621972]Overview
1. Internal fit consider how individual observations fit the overall model 
1. This involves three related concepts
· Residual: distance between model predictions and the observed values
· Outlier: observation that is far from predicted value
· Influential observation: observation that strongly affects estimated coefficients
1. These concepts are shown in these two figures:
Graph on next page 

Panel A: 	Outlier that is not an	Panel B: Influential observation
	   	influential observation		that is not an outlier

[image: D:\Figures-S\Images\fitint - internal fit\fit-lrm01v3-loinfluence.emf]	[image: D:\Figures-S\Images\fitint - internal fit\fit-lrm01v3-hiinfluence.emf]


[bookmark: _Toc489277113][bookmark: _Toc510621973]Residuals for binary outcomes
1. For a binary model

	
1. 

Deviations  are heteroscedastic 

	
1. Pearson residuals adjust deviations for heteroscedasticity

	
1. Standardized Pearson residuals correct for estimation of the variance in the Pearson residual; results are usually similar

	


Index plots for residuals
1. Index plots show residuals against the case or index number
1. Create a variable with the index number
. use binlfp4, clear
. sort inc, stable // keep covariate sets in same relative order
. generate index = _n
. label var index "Observation Number"
1. Estimate model and compute residuals and influence
. // #11 estimate model
. logit lfp k5 k618 i.agecat i.wc i.hc lwg inc, nolog
  <snip>
. estimates store M1logit

. // #12 standardized residuals
. predict m1resid, rs
. label var m1resid "m1 standardized residual"


Index plot of residuals
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfp-m1resid.emf]
graph twoway scatter m1resid index, msym(Oh) mcol(black) mlwid(thin) 
  xtitle("Observation Number") xlab(0(200)800) ylab(-4(2)4)
  ylin(0,lpat(solid) lcol(red)) ylin(2 -2,lpat(dash) lcol(red))

Index plot of residuals with index numbers
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfp-m1resid-indexlabel.emf]
graph twoway scatter m1resid index, 
   msym(none) mlab(index) mlabpos(0) ...


Look at cases with large residuals
1. We can look for patterns among the large residuals:
. sort m1resid, stable
. format m1resid lfp k5 wc inc lwg index %8.3g // simpler output
. list m1resid lfp k5 wc inc lwg index ///
> if m1resid>2.25 | m1resid<-2.25, clean

      m1resid        lfp   k5        wc    inc     lwg   index  
  1.     -2.75   not in L    0   college     24    1.49     555  
  2.     -2.61   not in L    0   college   15.9    1.07     297  
  3.     -2.48   not in L    0   college     22    1.15     511  
  4.     -2.26   not in L    0   college   28.6    1.43     637  
751.      2.81      in LF    2        no   17.1    .511     345  
752.      2.82      in LF    1   college     91     1.3     752  
753.      2.97      in LF    1        no   11.2   -2.05     142  
1. Large residuals appears to be associated with k5
1. 

Index plot with k5 identifiers
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfp-m1resdidstd-k5label.emf]
graph twoway scatter m1resid index, msym(none) mlab(k5) ... 


Residuals if 1 or more young children
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfpV1-m1resdidstd-k5large.emf]
graph twoway scatter m1resid index if k5!=0, ...


Model 2 with indicators for k5
1. Perhaps the model isn't adequately reflecting how k5 affects lfp
1. I create indicators of the number of young children
gen Bk5is1 = k5==1 & k5<.
label var Bk5is1 "k5==1"
gen Bk5is2 = k5==2 & k5<.
label var Bk5is2 "k5==2"
gen Bk5is3 = k5==3 & k5<.
label var Bk5is3 "k5==3"
1. I estimate the model with those indicators
. logit lfp Bk5is* k618 i.agecat i.wc i.hc lwg inc, nolog
Results follow...
TODO find better example where new model changes residuals.


. logit lfp Bk5is* k618 i.agecat i.wc i.hc lwg inc, nolog

note: Bk5is3 != 0 predicts failure perfectly
      Bk5is3 dropped and 3 obs not used

Logistic regression                               Number of obs   =        750
                                                  LR chi2(9)      =     119.77
                                                  Prob > chi2     =     0.0000
Log likelihood = -452.45955                       Pseudo R2       =     0.1169
------------------------------------------------------------------------------
         lfp |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
      Bk5is1 |  -1.449892   .2458896    -5.90   0.000    -1.931826   -.9679571
      Bk5is2 |  -2.601277   .5002957    -5.20   0.000    -3.581839   -1.620716
      Bk5is3 |          0  (omitted)
        k618 |  -.0637275   .0683554    -0.93   0.351    -.1977016    .0702466
             |
      agecat |
      40-49  |  -.6311813   .2098815    -3.01   0.003    -1.042541   -.2198212
        50+  |  -1.284627   .2611006    -4.92   0.000    -1.796375   -.7728792
             |
          wc |
    college  |     .78803   .2302712     3.42   0.001     .3367067    1.239353
             |
          hc |
    college  |   .1411573   .2057915     0.69   0.493    -.2621865    .5445012
         lwg |   .6073024   .1507597     4.03   0.000     .3118189     .902786
         inc |  -.0348168   .0082979    -4.20   0.000    -.0510803   -.0185532
       _cons |   1.017955   .2872519     3.54   0.000     .4549518    1.580959
------------------------------------------------------------------------------

1. Residuals for model 2
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfpV1-m2resid.emf]
Which look similar to those for model 1...

1. From model 1
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfp-m1resdidstd-k5label.emf]
1. There is no evidence that the new model improves the fit.

[bookmark: _Toc489277114][bookmark: _Toc510621974]Influence for binary outcomes
Panel A: 	Outlier that is not an	Panel B: Influential observation
	   	influential observation.		that is not an outlier.

[image: D:\Figures-S\Images\fitint - internal fit\fit-lrm01v3-loinfluence.emf]	[image: D:\Figures-S\Images\fitint - internal fit\fit-lrm01v3-hiinfluence.emf]
Overview follows…

1. Large residuals indicate that an observation does not fit well.
1. 
Influence reflects the impact an observation has on the s.
1. Large residuals in the middle do not have a large influence.
· Think of a see-saw
1. Extreme observations can influence estimates without being outliers.
1. 
To determine influential or high-leverage observations, compute change in  when dropping each observation.
1. Computing influence requires estimating N logits. Pregibon's approximation uses a single estimate of the model.
1. Cook's distance summarizes the effects of removing each observation.
1. There is no critical value for significantly influential observations.
Computing Cook's statistic
predict   M1cookstat, dbeta
label var M1cookstat "Cook's statistic"

Index plot of influential observations (resid next page)
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfp-m1cookstat.emf]
Compared to the residuals...

Residuals for BRM
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-fitinternal-lfp-m1resid-indexlabel.emf]


[bookmark: _Toc489277115][bookmark: _Toc510621975]Aside on covariate sets TODO add example
1. The formulas for residuals and influence "hide" a confusing possibility.
1. Suppose 20 cases have exactly the same values for x.
1. Cases with identical values of covariates are called covariate sets.
1. 
Covariate sets have the same predicted .
1. Within a covariate set some cases could be y=0 while others y=1.
1. Residuals are computed by pooling observations in a covariate set so that cases with y=0 and cases with y=1 have the same residual.
TODO: get example of this; see Hosmer & Lemeshow 2011-06-11


[bookmark: _Toc489277116][bookmark: _Toc510621976]Aside on factor variables and indicators
1. We created indicator variables for k5 and estimated.
logit lfp Bk5is1 Bk5is2 Bk5is3 k618 i.agecat i.wc i.hc lwg inc
1. We could have i.k5 in the model.
logit lfp i.k5 k618 i.agecat i.wc i.hc lwg inc, nolog
1. Compare the results...
estimates table m2*, stats(N chi2 p bic r2_p) b(%9.3f) t(%6.2f)


    Variable |  nofv's         fv's
-------------+------------------------
      Bk5is1 |    -1.450              
             |     -5.90              
      Bk5is2 |    -2.601              
             |     -5.20              
      Bk5is3 | (omitted)              
             |                        
        k618 |    -0.064      -0.064  
             |     -0.93       -0.93  
<snip>
          k5 |
          1  |                -1.450  
             |                 -5.90  
          2  |                -2.601  
             |                 -5.20  
          3  |               (empty)  
             |                        
             |	
       _cons |     1.018       1.018  
             |      3.54        3.54  
-------------+------------------------
        chi2 |   119.770     119.770  
--------------------------------------
                           legend: b/t


[bookmark: _Toc489277117][bookmark: _Toc510621977]Examining outliers, residuals, and influence
1. I find this most useful for finding errors in the data.
· This is an essential step in your work.
1. Outliers, residuals, and influential cases could suggests how the model should be modified.
· I have rarely seen this happen


[bookmark: _Toc510621978]External Fit drop

IC and changing N's: dummies for k5
1. IC measures must compare models with the same sample.
. logit lfp k5 k618 i.agecat i.wc i.hc lwg inc, nolog
  <snip>
. estimates store m1
. qui fitstat, ic save

. logit lfp i.k5 k618 i.agecat i.wc i.hc lwg inc, nolog
note: 3.k5 != 0 predicts failure perfectly
      3.k5 dropped and 3 obs not used
  <snip>
1. 3 cases were dropped due to perfect prediction and fitstat complains.
1. The N's are effectively the same since the dropped cases add 0 to the lnL.
1. We can force fitstat to make the computations...
1. 


. fitstat, ic diff force

                         |     Current        Saved   Difference 
-------------------------+---------------------------------------
AIC                      |                                       
                     AIC |     924.919      923.447        1.472 
          (divided by N) |       1.233        1.226        0.007 
-------------------------+---------------------------------------
BIC                      |                                       
         BIC (df=10/9/1) |     971.120      965.064        6.056 
 BIC (based on deviance) |   -3993.935    -4022.857       28.922 
    BIC' (based on LRX2) |     -60.189      -71.307       11.117 

Difference of    6.056 in BIC provides strong support for saved model.. 
There is strong support for the model that does not have dummies for the number of children.



Alternative formula for R2 in the LRM
1. Numerous pseudo R2's are based on the R2 in the LRM.
1. In the LRM

	
1. These formula produce identical values for R2.
· 
% explained variation:	
· 

Ratio Var() to Var(y):	
· 
Transform LR:			
· And more...



Rseudo-R2s for BRM
Based on R2 in the LRM but provide different values
LR index, McFadden's R2, and Stata's "Pseudo R2"

	
McKelvey & Zavoina's R2 

For models defined in terms of , 

	

where .


Percent of explained "variation"

Define , then:

	
ML R2 or Cox-Snell R2 

	
Cragg and Uhler or Nagelkerke R2 (now in SPSS) 

	


Tjur's Discrimination Coefficient
1. For each outcome category, compute the mean predicted probability.
Mean Pr(y=1|x) if y=1
Mean Pr(y=1|x) if y=0
1. Subtract:
Tjur R2 = [ Mean Pr(y=1|x) if y=1 ] - [ Mean Pr(y=1|x) if y=0 ]
1. Model should have higher predicted probabilities when the outcome is 1 than when it is 0.
1. In Stata:
logit y <rhsvars>
predict proby if e(sample)
ttest proby, by y
    Variable |    m1          m2
-------------+------------------------
          k5 |    -1.392      -1.385
             |     -7.25       -7.27
        k618 |    -0.066
             |     -0.96
      agecat |
      40-49  |    -0.627      -0.585
             |     -3.00       -2.87
        50+  |    -1.279      -1.186
             |     -4.92       -5.08
wc  college  |     0.798       0.904
             |      3.48        4.36
hc        1  |     0.136		
             |      0.66
         lwg |     0.610       0.631
             |      4.04        4.19
         inc |    -0.035      -0.065
             |     -4.24       -3.47
 c.inc#c.inc |                 0.000
             |                  1.88
       _cons |     1.014       1.238
             |      3.54        3.94
-------------+------------------------
           N |       753         753
         bic |   965.064     956.484
        r2_p |     0.121       0.123
--------------------------------------
                           legend: b/t


[bookmark: _Toc510621979]Count R2s
1. Count R2's are based on a table of predictions for y

	
1. Define the expected outcome y as

	
1. Then

	Observed        Predicted Outcome
	Outcome         0               1           Total
-----------------------------------------------------------
		0			n00 correct      n01 incorrect    n0+
		1			n10 incorrect    n11 correct      n1+
-----------------------------------------------------------
	Total			n+0              n+1              N


1. The proportion of correct predictions TODO Get Train's critique

	 
such as:

	 
1. Using fitstat above
	Count R2: 0.676
1. You always predict at least 50% correctly by always predicting the modal outcome
· Since 57% of the sample is in the paid labor force, if I predict that all woman are working I will be correct 57% of the time
1. The adjusted count R2 addresses this issue


Adjusted count R2 
1. To adjust for guessing the largest margin, subtract the largest margin

	
· 
Knowledge of the independent variables compared to predictions using only the marginal reduces prediction error by  percent
1. From fitstat:
	Adjusted Count R2: 0.249
	The model allows us to correctly predict 25 percent more of the outcomes than would be possible using only information in the marginal distribution.
1. Here is how the number is computed...


estimates restore m1
(results m1 are active now)

. predict phat
(option pr assumed; Pr(lfp))

. gen yhat = phat>.5

. lab var yhat "Predicted y"

. tab lfp yhat

Paid Labor |
    Force: |      Predicted y
1=yes 0=no |         0          1 |     Total
-----------+----------------------+----------
  0NotInLF |       178        147 |       325 
     1InLF |        97        331 |       428 
-----------+----------------------+----------
     Total |       275        478 |       753 

. di ((178+331)-428)/(753-428)
.24923077



[bookmark: _Toc510621980][bookmark: _Toc489277124]Pseudo R2's in BLM
. logit lfp k5 k618 i.agecat i.wc i.hc lwg inc, nolog

Logistic regression                               Number of obs   =        753
                                                  LR chi2(8)      =     124.30
                                                  Prob > chi2     =     0.0000
Log likelihood = -452.72367                       Pseudo R2       =     0.1207
<snip>
. estimates store m1
. qui fitstat, save

. logit lfp k5      i.agecat i.wc      lwg c.inc##c.inc, nolog
<snip>
. estimates store m2

. fitstat, diff


. fitstat, diff
                         |     Current        Saved   Difference 
-------------------------+---------------------------------------
Log-likelihood           |                                       
                   Model |    -451.746     -452.724        0.978 
          Intercept-only |    -514.873     -514.873        0.000 
-------------------------+---------------------------------------
Chi-square               |                                       
        D (df=745/744/1) |     903.491      905.447       -1.956 
          LR (df=7/8/-1) |     126.255      124.299        1.956 
                 p-value |       0.000        0.000        1.000 
-------------------------+---------------------------------------
R2                       |                                       
                McFadden |       0.123        0.121        0.002 
     McFadden (adjusted) |       0.107        0.103        0.004 
      McKelvey & Zavoina |       0.216        0.215        0.001 
            Cox-Snell/ML |       0.154        0.152        0.002 
  Cragg-Uhler/Nagelkerke |       0.207        0.204        0.003 
                   Efron |       0.156        0.153        0.003 
                Tjur's D |       0.156        0.153        0.003 
                   Count |       0.684        0.676        0.008 
        Count (adjusted) |       0.268        0.249        0.018 
-------------------------+---------------------------------------
IC                       |                                       
                     AIC |     919.491      923.447       -3.956 
        AIC divided by N |       1.221        1.226       -0.005 
         BIC (df=8/9/-1) |     956.484      965.064       -8.580 
:::
-------------------------+---------------------------------------
Variance of              |                                       
                       e |       3.290        3.290        0.000 
                  y-star |       4.195        4.192        0.003 

Note: Likelihood-ratio test assumes current model nested in saved model.

Difference of    8.580 in BIC provides strong support for current model.

[bookmark: _Toc510621986]NONLIN drop
2018-03-18 after alpha 1
Arthritis: Lowess and BLM on age
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\temp\cdalec15-brmnonlin-hrs-arthritis-lowess-prob.emf]

Diabetes: Lowess and BLM on age
a[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\temp\cdalec15-brmnonlin-hrs-diabetes-lowess-prob.emf]

Good health: Lowess and BLM on age
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\temp\cdalec15-brmnonlin-hrs-goodhlth-lowess-prob.emf]
Diabetes: Dot plot of predictions across models
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-brmnonlin-hrs-diabetes-dotplot-prob123.emf]









[bookmark: _Toc510621987]CME drop
[bookmark: GrindEQpgref5aa81c6815]4.5  Model Comparison: Marginal Effects Across Nominal and Ordinal Models 
 [PROVENANCE cmeC-Model-Choice-Ologit-vs-Mlogit-allyears.do jsl 2018-03-06]A researcher may prefer an ordinal model instead of a nominal model because of the ordinal models requires far fewer parameters. However, if the relationship between an independent variable and the outcome does not confirm to the constraints imposed by an ordinal model, an ordinal model can produce results that are misleading [15]. Several statistical tests exists to examine the assumptions of ordinal logistic regression (e.g. Brant:1990,Wolfe:1998). Here we focus on whether the substantive conclusions one would draw from predicted probabilities and marginal effects differ across the two models. This example is an update of the example from [15] predicting political party affiliation. Party affiliation is coded as: 0=Strong Democrat; 1=Democrat; 2=Independent; 3=Republican; 4=Strong Republican. Age in years is the independent variable of interest with age-squared included in the model. Controls for education, parental status, marital status, family income, employment status, and region of the US are also inlcuded in the models. Data comes from the 2016 General Social Survey (citation).

To compare how age affects party affiliation across the ordinal logit model and the multinomial logit model, we begin by computing the predicted probabilities of each political party affiliation as age changes from 20 to 80, holding other variables at their mean. For the ordinal logit model, the probability for outcome  is: 

		(12)


 where  is the CDF for the logistic distribution with . For the multinomial logit model the probability is computed as: 

	
 Plotting the predictions, Figure 2 shows clear differences in the effect of age across the two models. For example, age shows almost no effect on the probability of being Independent in the ordinal model (left panel), but a large negative effect in the multinomial model (right panel). As another example, in the ordinal model the effect on age on being a Strong Republican is slightly negative, but has a stronger positive effect in in the multinomial model. Similarly, age has a much stronger effect on being a Strong Democrat in the nominal model compared to the ordinal model. Overall, the effects of age are weaker in the ordinal logit model than in multinomial logit. [15] explains how the constraints implicit in ordinal logit can explain these differences.
— Figure 2 and Table 6 here —
Figure 2 also shows that the effects of age are not constant across the range of age. To illustrate this point, we estimate discrete change coefficients for a 10 year increase in age for someone who is 20 years old and for a 10 year increase someone who is 60 years old. Other variables are held at their means. Table 6 shows these effects along with tests that the effects are equal across model. For someone who is 20 years old, the effect of a 10-year increase in age are significantly different across the ordinal and nominal model for three out of the five outcome categories. For example, while the effect of aging on the probability of identifying as a Strong Democrat is positive in both models, it is significantly larger in the nominal model. Even more striking, the effects of aging on being a Strong Republican are in opposite directions across the two models. For someone who is 60 years old, the effects of age are insignificant for all party affiliations. In contrast, for the nominal model the effects of age are significant for four of the five outcomes. Except for effects on being Republican, the the cross-model differences are statistically significant. It is clear that the ordinal and multinomial model lead to different substantive conclusions, with Figure 2 showing quite differing patterns across the two models and Table 6 showing that these differences are often statistically significant.
[bookmark: GrindEQpgref5aa81c6816]4.6  Group Differences: Marginal Effects from Different Samples
 [PROVENANCE cmeC-Group-Difference-SurveyYear.do jsl 2018-03-05]
Another special case of our general framework is comparing effects across samples. For example, a researcher might fit a model using data from the the 1986 General Social Survey and want to compare the results to those from a model using the 2016 General Social Survey. Another common situation where observations do not overlap is when fitting separate models across groups, such as separate models for men and women or separate models for each religious group. In these cases, we can fit the models separately for each groups or samples or fit a single model with interactions between the group/sample indicator and each of the independent variables. While these approaches may seem different at first, they are statistically equivalent. See [13] for further details.
For our example, we are interested in whether political polarization about the role that government should play in providing health care has increased over the last 30 years. Our outcome is whether a respondent thinks the government is responsible for providing health care (=1) or thinks it is an individual’s responsibility (=0). We have also created a binary measure for political views indicating if a respondent is conservative or not. All models include controls for gender, race, age, income, education, marital status, parental status, and employment status. Although this question has been asked regularly in the GSS, our example compares responses from only the 1986 and in 2016 surveys.
— Table 7 here —





Table 7 presents the results from binary logit models fit using the 1986 sample and the 2016 sample. All predictions and effects are computed holding variables at the sample specific means. The first column presents the predicted probability of thinking the government is responsible for providing health care for those who do not identify as conservative, where the last row shows that for those who are not conservative, the probability of thinking health care is the government’s responsibility has increased by .07 over time (). The second column shows a significant decrease of .10 for conservatives (). The third column presents the discrete change for being conservative computed at the sample specific means. Conservatives have significantly lower predicted probabilities of thinking the government is responsible for providing health care in 1986 () and in 2016 (). The .17 increase in the effect of being conservative is statistically significant ().

[bookmark: _Toc510621988]Potential additions
[bookmark: GrindEQpgref5aa81c6811]4.1  Mediation: Marginal Effects in Curvilinear Regression 
 [PROVENANCE cmeC-Mediation-LRM-Curvillinear.do jsl 2018-02-24]


Our first example confronts the problem of nonlinear relationships within the context of linear regression. Most often this problem arises when powers of continuous independent variables are included in the model, such as  and . Comparing the effects of such variables is complicated by two issues. First, the magnitude of the effect depends on the values of the independent variables where it is evaluated. Second, even in linear regression the marginal effect depends on multiple regression coefficients and the values of the variables.





Consider the relationship between income and depressive symptoms. We expect that earning more income protects against depression but that the relationship is nonlinear. At some point increases in income will diminishing returns on depression. Data for this example comes from the National Longitudinal Study of Adolescent to Adult Health Wave IV. The dependent variable is a scale of depressive symptoms which we treat as continuous for purposes of example. The independent variable of interest is income which is measured in $1,000s of dollars. Our first model, referred to as Model 1 in the tables and figures that follow, includes  and  as predictors to allow a nonlinear relationship between income and depression. Age, gender, and race are included as control variables. After fitting the model, the nonlinear relationship between income and depressive symptoms is show in the left panel of Figure 0. As shown Table 1, the regression coefficient for  in Modle 1 is statistically significant at the  level. Even though the relationship is nonlinear, it is often still of interest to summarize the effect. To do this, we calculate the average marginal effect (AME) for a standard deviation increase in income. We find that on average a standard deviation increase in income, about $27,000, is associated with about 0.816 fewer depressive symptoms ().
— Figure 0 and Table 1 here —

It is unlikely that income only has a direct impact on depression. Instead, there are likely several indirect reasons underlying the relationship shown in the left panel of Figure 0. One possibility is that those with more income work in more satisfying jobs. To test whether the effect of income changes after accounting for this factor, we fit Model 2 which includes a measure of job satisfaction. The relationship between income and depressive symptoms in this model is shown in the right panel of Figure 0. While not a dramatic change, the relationship between income and depression appears to be attenuated somewhat for the relationship in Model 1. Examining the AMEs supports this intuition. In Model 2, the AME for a standard deviation increase in income is reduced  as a result of controlling for job satisfaction (see the second column of Table 1). A test of the two AMEs across models shows that accounting for job satisfaction decreases the effect of income by 0.083 which is significant at the .001 level.
  jsl 2018-02-24: It might be useful to show a graph comparing the plots from the left and right panels of Figure 1. I didn’t know how to do this with marginsplot.
Stacked
TODO 




Table 0 presents estimates of the logit coefficients and their standard errors from three models. Model 1 is the logit for depress fit using the unstackeddataset; model 2 is the logit for sick fit using the unstackeddataset; and model 3 fits a logit for y regressed on rolesm1, molesm2, and ismodel1 using the stackeddataset. Model 3 was fit using cluster-robust variance estimates (Liang:1986,White:1984) to adjust for the duplication of each observation in the stackeddataset (detailed below). The coefficient for roles in model 1 is identical to the coefficient for rolesm1 in model 3. The  observations where rolesm1 was fixed to 0 had no effect on the estimates. The standard errors differ slightly due to the adjustment for cluster that is applied when the models are jointly estimated.Since models 1 and 2 are fit jointly in model 3, we obtain  which is the covariance between the  from model 1 and  from model 2. Using the Wald test from equation 7 we can test whether the regression coefficient for social roles are equal for the two outcomes: [PROVENANCE cmeB-Stacked-Suest.do jsl 2018-02-23] 

		(8)
 which has a two-tailed p-value of 0.139. We cannot reject the null hypothesis that the regression coefficients for social roles are equal across the two outcomes.

Panel A presents the average marginal effect of a college degree on happiness for a series of four nested models. 
Panel B shows tests that the marginal effects across models are equal. 




[bookmark: _Toc510621989]ORM drop
Political party
Testing parallel regression assumption
I explore effects of age and income in ORM and MNLM
Brant Test of Parallel Regression Assumption

              |       chi2     p>chi2      df
 -------------+------------------------------
          All |      89.84      0.000      18
 -------------+------------------------------
        age10 |      42.87      0.000       3
     income10 |       2.11      0.550       3
      1.black |      12.82      0.005       3
     1.female |       6.54      0.088       3
       2.educ |       2.92      0.404       3
       3.educ |      12.24      0.007       3
    Variable |      chi2   p>chi2    df

A significant test statistic provides evidence that the parallel
regression assumption has been violated.

Warm
This was rewritten, not dropped
1. This is an example of comparing marginal effects. 

margins with post
1. Since mtable does not post predictions, we use margins
margins by year and gender
. margins, at(yr89=(0 1) male=(0 1)) post

Predictive margins                              Number of obs     =      2,293
Model VCE    : OIM

1._predict   : Pr(warm==1), predict(pr outcome(1))
2._predict   : Pr(warm==2), predict(pr outcome(2))
3._predict   : Pr(warm==3), predict(pr outcome(3))
4._predict   : Pr(warm==4), predict(pr outcome(4))

1._at        : yr89            =           0
               male            =           0

2._at        : yr89            =           0
               male            =           1

3._at        : yr89            =           1
               male            =           0

4._at        : yr89            =           1
               male            =           1

------------------------------------------------------------------------------
* _at: 1=77 women; 2=77 men; 3=89 women; 4=89 men
 
             |            Delta-method
             |     Margin   Std. Err.      z    P>|z|   Annotated
-------------+----------------------------------------------------------------
_predict#_at |
        1 1  |   .1085645   .0077007    14.10   0.000  <= out 1: 77 women
        1 2  |   .1980111   .0116351    17.02   0.000  <= out 1: 77 men
        1 3  |   .0680602   .0058309    11.67   0.000  <= out 1: 89 women
        1 4  |   .1298218   .0099298    13.07   0.000  <= out 1: 89 men
        2 1  |   .3032542   .0116638    26.00   0.000  <= out 2: 77 women
        2 2  |    .384566   .0120404    31.94   0.000  <= out 2: 77 men
        2 3  |   .2313422   .0112666    20.53   0.000  <= out 2: 89 women
        2 4  |   .3303547   .0125313    26.36   0.000  <= out 2: 89 men
        3 1  |   .3963817   .0112756    35.15   0.000  <= out 3: 77 women
        3 2  |   .3131865   .0111838    28.00   0.000  <= out 3: 77 men
        3 3  |   .4188626   .0112497    37.23   0.000  <= out 3: 89 women
        3 4  |   .3774672   .0120295    31.38   0.000  <= out 3: 89 men
        4 1  |   .1917996   .0111773    17.16   0.000  <= out 4: 77 women
        4 2  |   .1042364   .0074335    14.02   0.000  <= out 4: 77 men
        4 3  |   .2817349   .0147241    19.13   0.000  <= out 4: 89 women
        4 4  |   .1623563   .0111352    14.58   0.000  <= out 4: 89 men
-------------+----------------------------------------------------------------
1. DC male in 1989 for outcome 1. is:
(1._predict#1_at) – (1_predict#2_at) 


1. lincom computes differences in the posted predictions:
. lincom (_b[1bn._predict#1bn._at]-_b[1bn._predict#2._at]) ///
>       -(_b[1bn._predict#3._at]-_b[1bn._predict#4._at])

 ( 1)  1bn._predict#1bn._at - 1bn._predict#2._at - 1bn._predict#3._at +
       1bn._predict#4._at = 0

------------------------------------------------------------------------------
             |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
         (1) |   -.027685   .0049492    -5.59   0.000    -.0373854   -.0179847
------------------------------------------------------------------------------
1. mlincom is easier
. mlincom (1-2)-(3-4)

             |   lincom    pvalue        ll        ul 
-------------+----------------------------------------
           1 |   -0.028     0.000    -0.037    -0.018


To make all comparisons between mlincom is more elegant. To test:
Ho: Δ πj(1977,x*)/ Δ male = Δ πj(1989,x*)/ Δ male
. qui mlincom (1-2)-(3-4),     rowname(SD) stats(est p) clear
. qui mlincom (5-6)-(7-8),     rowname(D)  stats(est p) add
. qui mlincom (9-10)-(11-12),  rowname(A)  stats(est p) add
.     mlincom (13-14)-(15-16), rowname(SA) stats(est p) add

             |   lincom    pvalue 
-------------+--------------------
          SD |   -0.028     0.000 
           D |    0.018     0.000 
           A |    0.042     0.000 
          SA |   -0.032     0.000 

The effects of gender on all outcomes changed significantly between 1977 to 1989.

ADCs from ordinal logit (* indicates significant at .05 level)
[image: D:\Dropbox\Active\ICPSR cda 2018\Work\cdaipcsrlec18-orm-ordwarm-2018-03-20-ame-ologit.emf]

ADCs from multinomial logit (* indicates significant at .05 level)
[image: D:\Dropbox\Active\ICPSR cda 2018\Work\cdaipcsrlec18-orm-ordwarm-2018-03-20-ame-mlogit.emf]

To compute Pr(y=k | X)
1. 

Pr(y=m | x) is the area between  and :
[bookmark: _Toc355013333]The end categories are like binary logit and probit.
Middle categories are compuated like this:
 [image: D:\Dropbox\Figures\Images\dist - distributions\dist-normal-cdfV2-total-2color.emf][image: D:\Dropbox\Figures\Images\dist - distributions\dist-normal-cdfV2-left.emf][image: D:\Dropbox\Figures\Images\dist - distributions\dist-normal-cdfV2-middle.emf]
 Step 1. Area ≤ R	 Step 2. Area ≤ L	 Step 3. Area between L & R

Details follow...

Step 1. 	Compute area less than R.
CDF(R) is everything to the left of R.
[image: D:\Dropbox\Figures\Images\dist - distributions\dist-normal-cdfV2-total-2color.emf]

Step 2.	Compute area less than L.
CDF(L) is everything to the left of L.
[image: D:\Dropbox\Figures\Images\dist - distributions\dist-normal-cdfV2-left.emf]

Step 3. 	Compute area between L and R.
CDF(R) - CDF(L).
[image: D:\Dropbox\Figures\Images\dist - distributions\dist-normal-cdfV2-middle.emf]
1. With four observed outcomes for ordered probit:

	
1. 
ORM is not identified without additional assumptions.
1. Since y* is latent, the variance of y* cannot be estimated”
For logit we assume: 		Var(ε|x)=π2/3
For probit we assume:	Var(ε|x)=1
Ordinal logit and probit
. ologit warm i.yr89 i.male i.white age ed prst, nolog

Ordered logistic regression                       Number of obs   =       2293
                                                  LR chi2(6)      =     301.72
                                                  Prob > chi2     =     0.0000
Log likelihood = -2844.9123                       Pseudo R2       =     0.0504

        warm |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
        yr89 |
       1989  |   .5239025   .0798989     6.56   0.000     .3673036    .6805014
        male |
       Male  |  -.7332997   .0784827    -9.34   0.000     -.887123   -.5794765
       white |
      White  |  -.3911595   .1183808    -3.30   0.001    -.6231816   -.1591373
         age |  -.0216655   .0024683    -8.78   0.000    -.0265032   -.0168278
          ed |   .0671728    .015975     4.20   0.000     .0358624    .0984831
        prst |   .0060727   .0032929     1.84   0.065    -.0003813    .0125267
-------------+----------------------------------------------------------------
       /cut1 |  -2.465362   .2389128                     -2.933622   -1.997102
       /cut2 |   -.630904   .2333156                     -1.088194   -.1736138
       /cut3 |   1.261854    .234018                      .8031871    1.720521
------------------------------------------------------------------------------
. estimates store olm

. oprobit warm yr89 male white age ed prst, nolog
  <snip>
. estimates store opm
Comparing OLM and OPM: ratios on next page
             | olm                    | opm
             |          b           z |          b           z
-------------+------------------------+------------------------
warm         |                        |
        yr89 |      0.524       6.557 |      0.319       6.805
        male |     -0.733      -9.343 |     -0.417      -9.156
       white |     -0.391      -3.304 |     -0.227      -3.260
         age |     -0.022      -8.778 |     -0.012      -8.471
          ed |      0.067       4.205 |      0.039       4.153
        prst |      0.006       1.844 |      0.003       1.705
-------------+------------------------+------------------------
cut1         |                        |
       _cons |     -2.465     -10.319 |     -1.429     -10.294
-------------+------------------------+------------------------
cut2         |                        |
       _cons |     -0.631      -2.704 |     -0.361      -2.633
-------------+------------------------+------------------------
cut3         |                        |
       _cons |      1.262       5.392 |      0.768       5.605
-------------+------------------------+------------------------
aux          |                        |
           N |   2293.000           . |   2293.000           .
      LRchi2 |    301.716           . |    294.319           .
         BIC |   5759.463           . |   5766.861           .
Looking at the ratios...

             | ratio olm to opm
             |            b          z 
-------------+-------------------------
warm         |
        yr89 |        1.643      0.964
        male |        1.758      1.020
       white |        1.727      1.014
         age |        1.773      1.036
          ed |        1.735      1.012
        prst |        1.850      1.081
-------------+-------------------------
cut1         |
       _cons |        1.726      1.002
-------------+-------------------------
cut2         |
       _cons |        1.750      1.027
-------------+-------------------------
cut3         |
       _cons |        1.643      0.962
-------------+-------------------------
aux          |
           N |        1.000         .
      LRchi2 |        1.025         .
         BIC |        0.999         .


Characteristics of large/small probabilities
1. Consider only outcome 1; in practice look at all outcomes
. sort OLMpr1sd

. list OLMpr1sd warm yr89 male white age ed prst in  1/8, clean

       OLMpr1sd   warm   yr89     male      white   age   ed   prst  
  1.   .0153572    3_A   1989   Female   NonWhite    27   20     68  
  2.   .0196022   4_SA   1989   Female   NonWhite    21   15     61  
  3.   .0201602   4_SA   1989   Female   NonWhite    26   17     52  
  4.     .02232   4_SA   1989   Female   NonWhite    26   15     57  
  5.   .0223478    2_D   1989   Female   NonWhite    30   16     60  
  6.   .0227393   4_SA   1989   Female   NonWhite    28   15     61  
  7.   .0231801    3_A   1989   Female   NonWhite    25   16     36  
  8.   .0234511    2_D   1989   Female   NonWhite    41   18     69  

. list OLMpr1sd warm yr89 male white age ed prst in -8/l, clean

        OLMpr1sd   warm   yr89   male   white   age   ed   prst  
2286.   .4397032    2_D   1977   Male   White    87    8     41  
2287.   .4398548   1_SD   1977   Male   White    71    5     17  
2288.   .4460118    2_D   1977   Male   White    80    5     45  
2289.   .4474411    3_A   1977   Male   White    71    4     23  
2290.   .4530791   1_SD   1977   Male   White    83    5     51  
2291.   .4607455    2_D   1977   Male   White    76    4     32  
2292.   .4649382    3_A   1977   Male   White    81    5     36  
2293.   .4657959   1_SD   1977   Male   White    82    5     39 
1. Marginal change can also be computed





DROP CDF
Comparing graphs: plot SD 
[image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-prob-byage-w89-step1.emf][image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-probcum-byage-w89-step1.emf]

Comparing graphs: plotting add D
[image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-prob-byage-w89-step2.emf][image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-probcum-byage-w89-step2.emf]


Comparing graphs: plotting add A
[image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-prob-byage-w89-step3.emf][image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-probcum-byage-w89-step3.emf]


Comparing graphs: plotting add SA
[image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-prob-byage-w89-step4.emf][image: D:\My Box Files\CDA13\Work\cda13lec-orm-warm-probcum-byage-w89-step4.emf]



1. The cumulative probability equals: 

	
1. For example, 


1. For S+D+A,

	

1. In general, 

	
1. 

This is a BLM with intercept  and slopes :


1. The odds of y≤q versus y>q given x is

	
1. The odds ratio for a change in xk:

		
1. Interpretation

For a unit increase in xk the odds of lower outcomes compared to higher outcomes change by the factor , holding other variables constant.
Parameteriation
DROP? Different programs use different parameterizations:

             | OLM1: beta0=0       | OLM2: tau1=0
             |         b         z |         b         z
-------------+---------------------+---------------------
        yr89 |     0.524     6.557 |     0.524     6.557
        male |    -0.733    -9.343 |    -0.733    -9.343
       white |    -0.391    -3.304 |    -0.391    -3.304
         age |    -0.022    -8.778 |    -0.022    -8.778
          ed |     0.067     4.205 |     0.067     4.205
        prst |     0.006     1.844 |     0.006     1.844
-------------+---------------------+---------------------
        tau1 |    -2.465   -10.319 |         .         .
        tau2 |    -0.631    -2.704 |     1.834    29.098
        tau3 |     1.262     5.392 |     1.893    32.537
       beta0 |     0.000     0.000 |     2.465    10.319
-------------+---------------------+---------------------
        2lnL | -2844.912     0.000 | -2844.912     0.000
      LRchi2 |   301.716     0.000 |   301.716     0.000

. display -.631 - -2.465
1.834
1. Probabilities are unaffected since δ – δ = 0:

	
1. Identifying assumptions must be made:

	Alternative 1:   	forces δ to equal τ1

	Alternative 2:   	forces δ to equals α
1. These assumptions lead to different parameterizations that:
Do not affect the βs or their significance
Do not affect the probabilities of observed outcomes
Different software use different parameterizations

1. Alternatively, with less elegant output:
mtable, atmeans over(yr89 male)
over() computes means with the subset of observations selected by the over variables

TODO Add example of interpretation

Mean absolute change summarizes the discrete change for a variable

	




prst               |                                            
                +1 |    -0.001     -0.001      0.001      0.001 
           p-value |     0.066      0.065      0.066      0.065 
               +SD |    -0.009     -0.010      0.007      0.013 
           p-value |     0.058      0.069      0.052      0.071 

Average predictions

             |      1_SD        2_D        3_A       4_SA 
-------------+--------------------------------------------
  Pr(y|base) |     0.129      0.315      0.374      0.182





After viewing these plots, I build the CDF plot in steps 
. listcoef, help

ologit (N=1382): Factor Change in Odds

  Odds of: >m vs <=m

-------------------------------------------------------------------------
             |          b        z    P>|z|       e^b   e^bStdX     SDofX
-------------+-----------------------------------------------------------
       age10 |    -0.0636   -2.037    0.042     0.938     0.899     1.678
    income10 |     0.0961    4.792    0.000     1.101     1.306     2.778
       black |
        yes  |    -1.4759   -9.824    0.000     0.229     0.601     0.344
      female |
        yes  |    -0.1571   -1.584    0.113     0.855     0.924     0.500
        educ |
    hs only  |     0.2942    1.943    0.052     1.342     1.156     0.494
    college  |     0.6420    3.543    0.000     1.900     1.325     0.438
-------------------------------------------------------------------------
       b = raw coefficient
     e^b = exp(b) = factor change in odds for unit increase in X
 e^bStdX = exp(b*SD of X) = change in odds for SD increase in X
   SDofX = standard deviation of X

Y* interp
DROP Comparing OLM and LRM
. regress warm i.yr89 i.male i.white age ed prst
<snip>
. listcoef
<snip>
Extracted output
         | b              | z              | bstdy          | bstd           
         |    lrm     olm |    lrm     olm |    lrm     olm |    lrm     olm 
---------+----------------+----------------+----------------+----------------
  1.yr89 |  0.262   0.524 |  6.944   6.557 |  0.283   0.270 |  0.138   0.132 
  1.male | -0.336  -0.733 | -9.171  -9.343 | -0.362  -0.378 | -0.180  -0.188 
 1.white | -0.177  -0.391 | -3.166  -3.304 | -0.191  -0.202 | -0.063  -0.066 
     age | -0.010  -0.022 | -8.699  -8.778 | -0.011  -0.011 | -0.183  -0.187 
      ed |  0.031   0.067 |  4.143   4.205 |  0.034   0.035 |  0.106   0.109 
    prst |  0.003   0.006 |  1.734   1.844 |  0.003   0.003 |  0.042   0.045
Difference between LRM - OLM
             |        b         t     bStdY    bStdXY 
-------------+----------------------------------------
      1.yr89 |   -0.261     0.387     0.013     0.006 
      1.male |    0.398     0.173     0.016     0.008 
     1.white |    0.214     0.139     0.011     0.004 
         age |    0.012     0.078     0.000     0.005 
          ed |   -0.036    -0.062    -0.001    -0.003 
        prst |   -0.003    -0.111    -0.000    -0.003


DROP Standardized coefficients for OLM and OPM
          | olm                       | opm                              
          |       b    bstdy     bstd |        b    bstdy      bstd 
----------+---------------------------+-----------------------------
   1.yr89 |   0.524    0.270    0.132 |    0.319    0.296     0.145 
   1.male |  -0.733   -0.378   -0.188 |   -0.417   -0.388    -0.193 
  1.white |  -0.391   -0.202   -0.066 |   -0.227   -0.210    -0.069 
      age |  -0.022   -0.011   -0.187 |   -0.012   -0.011    -0.191 
       ed |   0.067    0.035    0.109 |    0.039    0.036     0.114 
     prst |   0.006    0.003    0.045 |    0.003    0.003     0.044

1. The unstandardized OLM coefficients are larger than those for OPM.
This is due to the larger assumed variance of the errors
1. The standardized coefficients are similar.
Why are the they not exactly the same?


1. For example, 











[bookmark: _Toc510621990]NRM drop
[bookmark: _Toc355013279]Interpreting odds ratios
1. OR does not depend on the level of any variables in the model.
1. OR does not correspond to a constant change in Pr(y=1|x).
The meaning of a given OR depends on the values of the regressors.
Examples
1. For a unit increase in x2 the odds are expected to change by a factor of exp(β2,A|B), holding other variables constant.
The odds of tenure are 1.12 times larger for women than comparable men.
1. For a standard deviation increase in xk the odds are expected to change by a factor of exp(skβk,A|B), holding other variables constant.
Increasing the number of articles by a standard deviation increases the odds of tenure by a factor of 1.23, holding other variables constant.


		
1. Another minimal set 

	
1. And so on



[bookmark: _Toc355013273][bookmark: _Toc489277155][bookmark: _Toc508809652][bookmark: _Toc509422546][bookmark: _Toc510621991]Review of BLM
MNLM is a simple extension of the BLM.
[bookmark: _Toc355013274]The latent variable model

	
[bookmark: _Toc355013275]The probability model

	
[bookmark: _Toc355013276]The logit model

	
[bookmark: _Toc355013277]The link between y* and Pr(y)
Graph on next page...[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-manyxsV3-combined.emf]


[bookmark: _Toc355013285]
Numeric example of links among odds
1. Frequencies of events
	Labor = 10		Skilled = 	20		Prof = 30
2. Odds of events
	Labor/Skilled	= 10/20
	Skilled/Prof 	= 20/30
	Labor/Prof 	= 10/30
3. Link among odds
	(Labor/Skilled)	* (Skilled/Prof) 	= (Labor/Prof)
	(10/20) 			* (20/30) 		= (10/30)
4. Link among logits
	ln(Labor/Skilled)	+ ln(Skilled/Prof)	= ln(Labor/Prof)
	ln(10/20) 		+ ln(20/30) 		= ln(10/30)

Contrasts
1. Tests in standard output are for the minimal set of coefficients.
a. Your program computes βk,m|J
b. Another program computes βk,m|L
1. Stata's baseoutcome() sets the reference category:
	mlogit occ white ed exper, baseoutcome(1)
	mlogit occ white ed exper, baseoutcome(2)
1. From the minimal set you can compute comparisons of other categories, which are called contrasts
1. listcoef computes all contrasts automatically. For example,...


OR plot with ADC: part 2 
[image: D:\Dropbox\CDA_classes\CDA iu 2014\Work\cdalec-nrm-ordwarm-mlogitplot-ame-base4-offset2.emf]


#22 All contrast for white
. listcoef white 
mlogit (N=337): Factor change in the odds of occ

Variable: 1.white (sd=0.276)
--------------------------------------------------------------------
                         |       b        z    P>|z|     e^b e^bStdX
-------------------------+------------------------------------------
Menial       vs BlueCol  | -1.2365   -1.707    0.088   0.290   0.710
Menial       vs Craft    | -0.4723   -0.782    0.434   0.624   0.878
Menial       vs WhiteCol | -1.5714   -1.741    0.082   0.208   0.648
Menial       vs Prof     | -1.7743   -2.350    0.019   0.170   0.612
BlueCol      vs Menial   |  1.2365    1.707    0.088   3.444   1.407
BlueCol      vs Craft    |  0.7642    1.208    0.227   2.147   1.235
BlueCol      vs WhiteCol | -0.3349   -0.359    0.720   0.715   0.912
BlueCol      vs Prof     | -0.5378   -0.673    0.501   0.584   0.862
Craft        vs Menial   |  0.4723    0.782    0.434   1.604   1.139
Craft        vs BlueCol  | -0.7642   -1.208    0.227   0.466   0.810
Craft        vs WhiteCol | -1.0990   -1.343    0.179   0.333   0.738
Craft        vs Prof     | -1.3020   -2.011    0.044   0.272   0.698
WhiteCol     vs Menial   |  1.5714    1.741    0.082   4.813   1.544
WhiteCol     vs BlueCol  |  0.3349    0.359    0.720   1.398   1.097
WhiteCol     vs Craft    |  1.0990    1.343    0.179   3.001   1.355
WhiteCol     vs Prof     | -0.2029   -0.233    0.815   0.816   0.945
Prof         vs Menial   |  1.7743    2.350    0.019   5.896   1.633
Prof         vs BlueCol  |  0.5378    0.673    0.501   1.712   1.160
Prof         vs Craft    |  1.3020    2.011    0.044   3.677   1.433
Prof         vs WhiteCol |  0.2029    0.233    0.815   1.225   1.058
Graphs with different base categories
[image: D:\Dropbox\Active\CDA iu 2016\Work\NEWcdalec16-nrm-nomocc-mlogitplot-white-base1.emf]
[image: D:\Dropbox\Active\CDA iu 2016\Work\NEWcdalec16-nrm-nomocc-mlogitplot-white-base3.emf]
[image: D:\Dropbox\Active\CDA iu 2016\Work\NEWcdalec16-nrm-nomocc-mlogitplot-white-base2.emf]
[image: D:\Dropbox\Active\CDA iu 2016\Work\NEWcdalec16-nrm-nomocc-mlogitplot-white-base4.emf]
[image: D:\Dropbox\Active\CDA iu 2016\Work\NEWcdalec16-nrm-nomocc-mlogitplot-white-base5.emf]

Comparing Wald and LR Tests

	
	LR
	
	Wald

	
	

	df
	

	
	

	df
	


	 WHITE
	8.10
	4
	0.09
	
	8.15
	4
	0.09

	 ED
	156.94
	4
	<0.01
	
	84.97
	4
	<0.01

	 EXPER
	8.56
	4
	0.07
	
	7.99
	4
	0.09


1. I computed both tests for didactic purposes; in practice, only compute one.
1. Do not determine a variable’s significance from a minimal set of coefficients.
1. Testing that all coefficients for a variable are simultaneously zero might not be appropriate for your substantive goals
When we plot OR's this will be easy to see


Using test for tests of indistinguishably
. test [WhiteCol]

 ( 1)  [WhiteCol]0b.white = 0
 ( 2)  [WhiteCol]1.white = 0
 ( 3)  [WhiteCol]ed = 0
 ( 4)  [WhiteCol]exper = 0
       Constraint 1 dropped

           chi2(  3) =   22.20
         Prob > chi2 =    0.0001


LR tests for combining outcomes
. mlogtest, lrcomb

LR tests for combining alternatives (N=337)

  Ho: All coefficients except intercepts associated with a 
      given pair of alternatives are 0 (i.e., alternatives 
      can be collapsed)

                          |      chi2    df   P>chi2
--------------------------+-------------------------
         Menial & BlueCol |     4.095     3    0.251
           Menial & Craft |     3.376     3    0.337
        Menial & WhiteCol |    13.223     3    0.004
            Menial & Prof |    64.607     3    0.000
          BlueCol & Craft |     9.176     3    0.027
       BlueCol & WhiteCol |    22.803     3    0.000
           BlueCol & Prof |   125.699     3    0.000
         Craft & WhiteCol |     9.992     3    0.019
             Craft & Prof |    95.889     3    0.000
          WhiteCol & Prof |    26.736     3    0.000


[bookmark: _Toc489277168][bookmark: _Toc508809665][bookmark: _Toc509422559][bookmark: _Toc510621992]* MNLM and CLM as discrete choice models
1. The discrete choice model is based on a simple principle:
An individual chooses the outcome that maximizes the utility gained from that choice.
1. Assume that there are two choices. TODO: add diagram 
a. 

utility for choice 1;  utility for choice 2
b. 

Choose 1 when , and choose 2 when  
1. The utility of choice m for individual i is:


where

 is average utility associated with choice m for individual i.

	 is random error associated with that choice.


Because of the error it is called a random utility model (RUM).
1. For the MNLM:

		
a. 
 has a type I extreme-value distribution: 

		
b. The distribution is motivated by the simplicity, tractability, and usefulness of the resulting model.
1. An alternative is chosen if it provides more utility:

	
1. When there are J choices: 

	

[bookmark: _Toc489277169][bookmark: _Toc508809666][bookmark: _Toc509422560][bookmark: _Toc510621993]* Multinomial probit
1. The multinomial probit model can be derived by assuming that the errors in a discrete choice model are normally distributed.
1. Normal errors allow correlation of errors across categories which relaxes the IIA restriction.
1. Our utility functions are,

		
	where

		


Compute predicted probabilities,


where

	
1. To identify the model, you need alternative-specific variables.
1. Identification is fragile.
1. You also need additional identification assumptions that are often arbitrary. See Train's Discrete Choice Models (Google for a free download)
1. Computation with asmprobit is by simulation and is very slow.
1. Multinomial probit no longer seems like a solution to IIA in the MNLM.
1. mprobit does not allow correlated errors and the normal counterpart to mlogit.
TODO: add simulation picture on computing areas

[bookmark: _Toc489277170][bookmark: _Toc508809667][bookmark: _Toc509422561][bookmark: _Toc510621994]* The Stereotype Model (SORM) icpsr14 skip
1. The SORM is a compromise between:
a. Different coefficients for all outcomes as with MNLM.
b. Identical coefficients for all outcomes as with ORM (next part).
1. 
Consider a single RHS variable where  does not vary by outcome:

	
1. 
We could vary 's by outcome (6 coefficient with 4 outcomes):

	
1. Is there a model that allows something in between 1 coefficient and 6?

1. Consider four (1<4<6) parameters called scale coefficients:
	
 
	
 
	
 
	
 
	
 

	
 
	---
	.2
	.7
	1.0

	
 
	-.2
	---
	.5
	.8

	
 
	-.7
	-.5
	---
	.3

	
 
	-1.0
	-.8
	-.3
	---


a. There are six colors corresponding to different values.
b. 
Each cell is the difference between one of four  parameters.
c. Thus, there are only 4 pieces of information in the table.
d. 

To identify the model we must fix  and  by assumption (or impose two constraints some other way). With these constraints, there are only two pieces of information in the table. Two is less than six!

1. 

The 's are used to scale the  coefficient:

	
1. For example, with four outcomes:

	


1. To make sure that things are ordinal, we assume: 

	
1. The predicted probabilities are: 

	
1. Compare this to the logit model without scale parameters:

	
1. The identifying assumptions can be 

		
	or, 

		

1. More generally we use the model:

	
1. See the discussion of slogit in L&F (2005). 
1. As this model adds dimensions, if becomes equivalent to the MNLM. In general, I find the MNLM more useful.
1. This model seemed more promising until software to estimate it became available.
[bookmark: _Toc510621995]Odds ratio plots
1. Discrete change (DC) is useful, but partial reflection of the process.
1. DC's do not indicate the dynamics among the outcomes.
For example, a decrease in education increases blue collar and craft jobs, 
but how does it affect craft jobs relative to blue collar jobs?
1. The dynamics between categories is reflected by the OR.
1. Consider the odds of outcome m versus n, highlighting x2:

	
1. If x2 is changed by 1, then: 

	


The OR for x2 for a unit change is:

	
1. Interpretation
For a unit increase in xk the odds of m versus n change by a factor of exp(βk,m|n), holding other variables constant.
1. A standard deviation change in xk is interpreted similarly. 
1. Unlike the DC or MC, the OR does not depend on the level of any of the variables 
The only requirement is that one variable changes while the others do not


[bookmark: _Toc355013305]Challenges interpreting ORs
1. The meaning of an OR depends on the outcome probability, where the probability depends on all parameters and values of all variables.
1. You cannot use OR's with linked variables without advanced methods.
1. There can be a lot of ORs to interpret, but graphing resolves this issue.


ORs for white 
	Factor Change 
	Outcome n

	in the Odds of m vs n
	 M 
	 B 
	 C 
	 W 
	 P 

	Outcome 
	 M
	Menial
	- - -
	0.29
	0.62
	0.21
	0.17

	m
	 B
	Blue Collar
	3.44
	- - -
	2.15
	0.72
	0.58

	
	 C 
	Craft
	1.60
	0.47
	- - -
	0.33
	0.27

	
	 W 
	White Collar
	4.81
	1.40
	3.00
	- - -
	0.82

	 
	 P 
	Professional
	5.90
	1.71
	3.68
	1.23
	- - -



With listcoef...


#41 Examining all ORs with listcoef
Variable: 1.white (sd=0.276)
--------------------------------------------------------------------
                         |       b        z    P>|z|     e^b e^bStdX
-------------------------+------------------------------------------
Menial       vs BlueCol  | -1.2365   -1.707    0.088   0.290   0.710
Menial       vs Craft    | -0.4723   -0.782    0.434   0.624   0.878
Menial       vs WhiteCol | -1.5714   -1.741    0.082   0.208   0.648
Menial       vs Prof     | -1.7743   -2.350    0.019   0.170   0.612
BlueCol      vs Menial   |  1.2365    1.707    0.088   3.444   1.407
BlueCol      vs Craft    |  0.7642    1.208    0.227   2.147   1.235
BlueCol      vs WhiteCol | -0.3349   -0.359    0.720   0.715   0.912
BlueCol      vs Prof     | -0.5378   -0.673    0.501   0.584   0.862
Craft        vs Menial   |  0.4723    0.782    0.434   1.604   1.139
Craft        vs BlueCol  | -0.7642   -1.208    0.227   0.466   0.810
Craft        vs WhiteCol | -1.0990   -1.343    0.179   0.333   0.738
Craft        vs Prof     | -1.3020   -2.011    0.044   0.272   0.698
WhiteCol     vs Menial   |  1.5714    1.741    0.082   4.813   1.544
WhiteCol     vs BlueCol  |  0.3349    0.359    0.720   1.398   1.097
WhiteCol     vs Craft    |  1.0990    1.343    0.179   3.001   1.355
WhiteCol     vs Prof     | -0.2029   -0.233    0.815   0.816   0.945
Prof         vs Menial   |  1.7743    2.350    0.019   5.896   1.633
Prof         vs BlueCol  |  0.5378    0.673    0.501   1.712   1.160
Prof         vs Craft    |  1.3020    2.011    0.044   3.677   1.433
Prof         vs WhiteCol |  0.2029    0.233    0.815   1.225   1.058
--------------------------------------------------------------------


[bookmark: _Toc355013306]Plotting ORs for BLM
1. An odds ratio plot is an easy way to see complex patterns in the estimates.
1. Consider a BLM with test coefficients:

	
1. Think of the OR as the distance between outcomes A and B.
Graph on next page...


OR plot for binary logit

[image: D:\Dropbox\CDA_classes\CDA iu 2014\Write\NewFigures\cda13lec-nrm-orplot-didactic-matrixinput-orplot-mnlm2-nolineAI.emf]



Lack of significance indicated by connecting line
1. If a coefficient is not significant, the two outcomes are tied together.
[image: D:\Dropbox\CDA_classes\CDA iu 2014\Write\NewFigures\cda13lec-nrm-orplot-didactic-matrixinput-orplot-mnlm2-lineAI.emf]


[bookmark: _Toc355013307]OR plot for three categories 
1. Consider a hypothetical model with three outcomes:
    Comparison         x1       x2      x3     
    --------------------------------------------
     B|A   βB|A        -.693    0.693    0.347
           exp(βB|A)   0.500    2.000    1.414
           p          0.04     0.01     0.42

     C|A   βC|A        0.347    -.347    0.693
           exp(βC|A)   1.414    0.707    2.000
           p          0.21     0.04     0.37

     C|B   βC|B        1.040   -1.040    0.346
           exp(βC|B)   2.828	    0.354    1.414
           p          0.02     0.03     0.21
    --------------------------------------------

1. Plotting relative to A:
[image: D:\My Box Files\CDA13\Work\cda13lec-nrm-orplot-didactic-orplot-mnlm3-baseA3-packed.emf]
1. Consider the implicit constraints for x1:
a. Distance: B -> A = .693
b. Distance: A -> C = .347
c. Distance: B -> C = 1.040 = .693 + .347

1. Indicate non-significance with a connecting line:
[image: D:\My Box Files\CDA13\Work\lecture-do\nrm-didactic-orplots\cda13lec-nrm-orplot-didactic-orplot-mnlm3-baseA3.emf]


1. Plotting relative to B shows the same information:
[image: D:\My Box Files\CDA13\Work\cda13lec-nrm-orplot-didactic-orplot-mnlm3-baseB1.emf]


1. Plotting relative to C shows the same information:
[image: D:\My Box Files\CDA13\Work\cda13lec-nrm-orplot-didactic-orplot-mnlm3-baseC2.emf]




[bookmark: _Toc510621996]MISC drop


	



[bookmark: _Toc510621997]BRM drop




			and		

Algebraic illustration of identification assumption 3
1. Consider the structural model for probit:

	
1. 

Define  and multiply by :

	
1. Define:

	
1. Then:

	
1. And:


	





An increase in  from  to  results in a change of  in the probability, holding other variables at the specified values.




MLE shown graphically: a worse fit
[image: ]

MLE shown graphically: a better fit
[image: ]


[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brmlrm-3xsV3-brm-prob.emf]
[bookmark: _Toc510621998]Estimation
1. Where:For logit

	
1. For probit 

	




[bookmark: _Toc489277070]#46 MER: marginal effects at representative value
Look at caseid = 1
. list k5 k618 agecat wc hc lwg inc if caseid==1, clean

       k5   k618   agecat   wc   hc        lwg      inc  
  1.    0      3    30-39   no   no   .8532125   28.363  
Effects for wc and inc
. mchange wc inc, amount(sd) ///
>     at(k5=0 k618=3 agecat=1 wc=0 hc=0 lwg=.8532 inc=28.36)

logit: Changes in Pr(y) | Number of obs = 753

Expression: Pr(lfp), predict(pr)

               |    Change    p-value 
---------------+----------------------
wc             |                      
 college vs no |     0.173      0.000 
inc            |                      
           +SD |    -0.101      0.000 
Base values of regressors

k5       k618     agecat         wc         hc        lwg       inc 
----------------------------------------------------------------------
 0          3          1          0          0       .853       28.4

Look at caseid = 158
. list k5 k618 agecat wc hc lwg inc if caseid==158, clean

       k5   k618   agecat   wc   hc        lwg      inc  
158.    0      2      50+   no   no   .3667226   68.035  
Effects for wc and inc
. mchange wc inc, amount(sd) ///
>     at(k5=0 k618=2 agecat=3 wc=0 hc=0 lwg=.3667 inc=68.04)

logit: Changes in Pr(y) | Number of obs = 753

Expression: Pr(lfp), predict(pr)

               |    Change    p-value 
---------------+----------------------
wc             |                      
 college vs no |     0.075      0.048 
inc            |                      
           +SD |    -0.023      0.000 

Base values of regressors

k5       k618     agecat         wc         hc        lwg       inc
--------------------------------------------------------------------
 0          2          3          0          0       .367        68 

// step 1: estimate the model

use binlfp4, clear
logit lfp k5 k618 i.agecat i.wc i.hc lwg inc, nolog

// step 2: create variable to hold effects for each case

gen HOLDeffects = .
label var HOLDeffects "Marginal change for lwg"

// loop through all observations

local nobs = _N
forvalues i = 1/`nobs' {

    // step 3: compute effect for current case and save in variable

    qui margins in `i', dydx(wc) nose
    qui replace HOLDeffects = el(r(b),1,2) in `i'

}

// step 4: compare average of effect variable to AME from margins

sum HOLDeffects
margins, dydx(wc)

// step 5: plot the distribution of effects

histogram HOLDeffects, title(Distribution of marginal effects for wc)
1. We compute second differences with these stesp
220. margins computes predictions for a single outcome
a. Estimates for each outcome are posted for testing.
b. Before the next outcome is predicted, the model estimates must be restored.
c. mtable automatically loops through outcomes, but cannot post predictions from multiple outcomes. (StataCorp should fix this!)
d. Accordingly, we use margins directly.
1. n general 

	
1. 

This is a BLM with intercept  and slopes .


1. The odds of y≤q versus y>q given x is

	
1. The odds ratio for a change in xk

		
a. The sign is reversed since we are looking at y≤q compared to y>q.
b. If we looked at y≥q compared to y<q we would have exp(βk).
1. The OR is interpreted as:

For a unit increase in xk, the odds of an outcome being less than or equal to q change by the factor , holding other variables constant.
1. Thus:
[bookmark: _Toc510621999]DROP The linear probability model (LPM)
1. The structural model

	
1. Taking expectations


1. Example 
a. 
	
b. 
	
c. 
	
1. The model is linear in the probability of y
1. 

Example: LPM for labor force participation
#1 Summary statistics
. use binlfp4, clear
(binlfp4.dta | Mroz data on labor force participation of women | 2014-10-20)

. codebook lfp k5 k618 agecat wc hc lwg inc, compact

Variable   Obs Unique      Mean        Min       Max  Label
------------------------------------------------------------------------------
lfp        753      2  .5683931          0         1  In paid labor force?
k5         753      4  .2377158          0         3  # kids < 6
k618       753      9  1.353254          0         8  # kids 6-18
agecat     753      3  1.823373          1         3  Wife's age group
wc         753      2  .2815405          0         1  Wife attended college?
hc         753      2  .3917663          0         1  Husband college?
lwg        753    676  1.097115  -2.054124  3.218876  Log of wife's wages...
inc        753    621  20.12897  -.0290001        96  Non-wife family income

. tab1 agecat

 Wife's age |
      group |      Freq.     Percent        Cum.
------------+-----------------------------------
      30_39 |        298       39.58       39.58
      40_49 |        290       38.51       78.09
        50+ |        165       21.91      100.00
------------+-----------------------------------
      Total |        753      100.00


Formatted for a research paper with provenance
	Variable
	Mean
	Std Dev
	Min
	Max
	Description

	LFP
	0.57 
	
	0.00 
	1.00 
	1 if wife is in the paid labor force; else 0.

	K5
	0.24 
	0.52 
	0.00 
	3.00 
	# of children ages 5 and younger.

	K618
	1.35 
	1.32 
	0.00 
	8.00 
	# of children ages 6 to 18.

	AGECAT
	
	
	
	
	Wife's age

	   30-39
	0.40
	
	0.00
	1.00
	     30 to 39

	   40-49
	0.38
	
	0.00
	1.00
	     40 to 49

	   50 plus
	0.22
	
	0.00
	1.00
	     50 or older

	WC
	0.28 
	
	0.00 
	1.00 
	1 if wife attended college; else 0.

	HC
	0.39 
	
	0.00 
	1.00 
	1 if husband attended college; else 0.

	LWG
	1.10 
	0.59 
	-2.05 
	3.22 
	Log of wife's estimated wage rate.

	INC
	20.13 
	11.63 
	0.00 
	96.00 
	Family income excluding wife's wages.


Note: N=753. (Source: cdalec17-brm-lfp-2017-03-02.do #1 jsl 2017-03-02)

#2 Estimating the LPM
regress lfp c.k5 c.k618 i.agecat i.wc i.hc c.lwg c.inc
Factor-variables notation
1. i.varname creates indicator variables of all but the base category of varname
· i.wc has some advantages over wc when using margins
1. For i.wc:
a.  1.wc equals 1 if wc is 1.
b.  0.wc equals 1 if wc is 0.
1. For i.agecat, 2.agecat and 3.agecat indicate if agecat is 2 or 3
Continuous variables
1. By default a variable is not an indicator variable
1. To make this explicit, use c.varname
1. c.lwg could have been specified lwg

Results
      Source |       SS       df       MS              Number of obs =     753
-------------+------------------------------           F(  8,   744) =   16.49
       Model |  27.8175463     8  3.47719329           Prob > F      =  0.0000
    Residual |  156.910209   744  .210900819           R-squared     =  0.1506
-------------+------------------------------           Adj R-squared =  0.1415
       Total |  184.727756   752  .245648611           Root MSE      =  .45924

------------------------------------------------------------------------------
         lfp |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
          k5 |  -.2827435   .0354894    -7.97   0.000    -.3524148   -.2130721
        k618 |  -.0125888   .0141043    -0.89   0.372    -.0402778    .0151003
      agecat |
      40_49  |  -.1232177   .0417838    -2.95   0.003    -.2052458   -.0411896
        50+  |  -.2663019   .0529478    -5.03   0.000    -.3702467    -.162357
          wc |
    College  |   .1616348   .0458621     3.52   0.000     .0716002    .2516693
          hc |
    College  |   .0235894   .0424713     0.56   0.579    -.0597884    .1069672
         lwg |   .1235474   .0302773     4.08   0.000     .0641082    .1829865
         inc |  -.0068515   .0015758    -4.35   0.000    -.0099451   -.0037578
       _cons |   .7060677   .0576341    12.25   0.000     .5929229    .8192124
------------------------------------------------------------------------------
Interpretations follow...

Unstandardized Coefficients for Continuous Variables

         lfp |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
          k5 |  -.2827435   .0354894    -7.97   0.000    -.3524148   -.2130721
For each additional child under six, the predicted probability of a woman being employed decreases by .28, holding other variables constant.

Unstandardized Coefficients for Dummy Variables

         lfp |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
        1.wc |   .1616348   .0458621     3.52   0.000     .0716002    .2516693
If a woman attends college, her probability of being in the labor force increases by .16, holding other variables constant.



General points on interpreting coefficients in LPM
1. Start value of variable 
a. The effect is the same for all start values of the variable
b. Changing from 0 to 1 has the same effect as changing from 6 to 7
1. Values of other variables
239. The effect is the same regardless of the values of other variables
b. The effect of k5 is the same regardless of the values of hc, age, etc.
1. Unreasonable effects

         lfp |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
          k5 |  -.2827435   .0354894    -7.97   0.000    -.3524148   -.2130721

If a woman has four young children compared to no young children, her probability of employment is expected to decreases by 1.13 (= 4*-.282).


Problems with the LPM
1. Heteroscedastic errors
1. Non-normal errors
1. Nonsensical predictions
1. Substantively unreasonable functional form
Graphically...


LPM with single predictor
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-lpmV2-assumptions.emf]

#2.1 Nonsensical predictions
A young woman with four young children, who did not attend college nor did her husband, and who is average on other variables has a predicted probability of being employed of -.43.
. mtable, at(agecat=3 k5=3 wc=0 hc=0) atmeans estname(PrLFP)

Expression: Linear prediction, predict()

   PrLFP
--------
  -0.428

Specified values of covariates

           |       k5      k618    agecat        wc        hc       lwg 
 ----------+------------------------------------------------------------
   Current |        3      1.35         3         0         0       1.1 

           |      inc
 ----------+---------
   Current |     20.1

To understand what is causing the negative prediction, let's look at how the probability changes by the number of children...

Probability of labor force by number of young children
. mtable, at(agecat=3 k5=(0 1 2 3) wc=0 hc=0) atmeans estname(PrLFP)

Expression: Linear prediction, predict()

           |       k5     PrLFP
 ----------+-------------------
         1 |        0     0.420
         2 |        1     0.138
         3 |        2    -0.145
         4 |        3    -0.428

Specified values of covariates

        |     k618    agecat        wc        hc       lwg       inc
--------+-----------------------------------------------------------
Current |     1.35         3         0         0       1.1      20.1
1. A unit increase in xk results in a constant change βk in the probability.
1. Substantively effects of young children are likely to be diminishing.
Figure on next page...

[image: D:\Dropbox\Active\CDA iu 2017\Work\brm-lpm-funcform.emf]



[bookmark: _Toc489277069][bookmark: _Toc510622000]DROP Binary variables, means, and expectations
1. Consider probabilities of observing the binary values 0 and 1

	
1. The mean mixes the 0's and 1's weighted by their probabilities

	
1. More formally

	
1. Conditional on values of other variables 



DROP Does a latent variable make sense?
Can all binary outcomes be viewed as observed manifestations of an underlying latent variable?
· George Udney Yule (1912) believed it was possible to define meaningful coefficients for 2x2 tables without assuming an underlying continuous distribution. Binary variables are inherently discrete.
· [image: ]Karl Pearson disagreed: "If Mr Yule's views are accepted, irreparable damage will be done to the growth of modern statistical theory..." Yule's ideas are "half-baked"notions" and "specious reasoning".
[image: ]                      Yule                                                             Pearson



Does this debate matter for the BRM?
The identical statistical model can be derived three ways.
1. A latent variable model
1. A probability model without a latent variable
1. A random utility model (RUM) from economic theory
1. A generalized linear model (GLM)
Why use a latent variable model?
1. It builds on what you know about the LRM.
1. It generalizes to models not considered in this class.
· Measurement models such as IRT.
· Sample selection models.
· Models for censored outcomes such as tobit.


DROP Trade-offs between regression on y and on y*
Regression on y
1. Errors are heteroscedastic
1. Errors are not normal
1. Predictions are out of range
1. The model is linear in Pr(y|X)
Regression on y*
1. Predictions are in range
1. Errors could be normal or logistic and could be homoscedastic
· MLE requires distributional assumptions about errors
1. The model is linear in y*, but nonlinear in Pr(y|X)

Computing Pr(y=1|x) from y*
[image: D:\Dropbox\Active\CDA iu 2017\Work\brm-manyxsV4-ystar.emf]
[image: D:\Dropbox\Active\CDA iu 2017\Work\brm-manyxsV4-prob.emf]
We need the formula for the shaded region
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-1xV3-probeq.emf]

Formally, 
1. For probit with standardized normal errors

	
1. For logit with standard logistic errors

	
1. Generally, using π() as shorthand for Pr(y=1|)


1. See Long(1997) or Long and Freese (2014) for details.


Summary: details follow
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probeq-stepsV3.emf]

Step 1: start with the area of y* above 0
Before rotations					After rotation
   [image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-1xV3-probeq.emf]         	[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-1xV3-probeq.emf]
Expanding the graph on the right...


Step 1: Simple rotation form regression plot
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probeq-stepsV3-a.emf]
1. Since y=1 when y*>0, 

	
1. Substituting y*=xβ+ε,

	
1. Next, center the distribution on 0

Step 2: center on 0
From here                                                       To here
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probeq-stepsV3-a.emf]     [image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probeq-stepsV3-b.emf]
1. Subtract xβ from each side to shift the x-axis 

	
1. Next, flip the axis to make it a CDF

Step 3: flip the distribution to look at area less than xβ
From here                                                          To here
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probeq-stepsV3-b.emf]        [image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probeq-stepsV3-c.emf]
1. Change the direction of the inequality to create a CDF

	


Probit: 		Logit:
[bookmark: _Toc489277074][bookmark: _Toc510622001]Scale change and regression coefficients
The following tools and ideas are essential for understanding identification.
The variance and rescaling

	
Scale change


Normalizing a variable




#3 Rescaling by a factor of 100
. gen job100=100*job
. label var job100 "job*100"
. gen phd100=100*phd
. label var phd100 "phd*100"

. sum job job100 phd phd100 pub1 nopub9 female

    Variable |       Obs        Mean    Std. Dev.       Min        Max
-------------+--------------------------------------------------------
         job |       163    2.967117     .880396       1.01       4.69
      job100 |       163    296.7117     88.0396        101        469
-------------+--------------------------------------------------------
         phd |       308    3.177987    1.012738          1       4.77
      phd100 |       308    317.7987    101.2738        100        477
-------------+--------------------------------------------------------
        pub1 |       308    2.545455    3.092685          0         24
      nopub9 |       308    .1980519    .3991801          0          1
      female |       308    .3474026    .4769198          0          1


#4 LRM with rescaling
. qui regress job phd pub1 female
. estimates store m1job
. qui regress job100 phd pub1 female
. estimates store m2job100
. estimates table m1job m2job100, stats(r2 ll) b(%8.3f) t(%8.2f)

------------------------------------
    Variable |    m1job   m2job100  
-------------+----------------------
         phd |    0.357     35.709  
             |     5.54       5.54  
        pub1 |    0.032      3.212  
             |     1.61       1.61  
      female |   -0.246    -24.570  
             |    -1.65      -1.65  
       _cons |    1.736    173.555  
             |     7.62       7.62  
-------------+----------------------
          r2 |    0.190      0.190  
          ll | -192.819   -943.462  
------------------------------------
                         legend: b/t


y* and Pr(y=1|x) for a single regressor
1. The structural equation is:


1. The probability equation is:

	
1. The link between y* and Pr(y=1) leads to the classic S-shaped curve relating x to Pr(y=1|x).
Next page...
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\new sg2\brm-probyV3-00to10.emf]
For example,...





Adjusting p-values for small samples?
1. In small samples do not use larger p-values as evidence against the null hypothesis
1. Since the degree to which MLEs are normal is unknown, it is reasonable to require smaller p-values in small samples
Exact and Firth estimation for small samples
1. ML is biased in small samples
1. exlogistic computes exact estimates in small samples but is computationally intensive
R.A. Fisher devised exact tests when Muriel Bristol claimed she could detect whether tea or milk was added first to her cup. He asked her to taste 8 cups of tea, 4 with tea added first and 4 not, and decide which was added first. He had to figure out how to perform a test with so few observations. Essentially, he counted every possible outcome.
1. Penalized maximum likelihood (Firth estimation) is a computationally simpler way to address small sample bias





1. 

Move
[image: D:\Dropbox\MATLAB\brm3d_x1x2_1gridV4_front.emf]  [image: D:\Dropbox\MATLAB\brm3d_x1x2_1gridV4_side2d.emf]


[bookmark: _Toc510622002]Interpretation using predictions
1. Probabilities are the fundamental statistic for interpreting the BRM:




1. Since the model is nonlinear, no single method of interpretation can fully describe the relationship between a variable and the outcome.
1. Search for an elegant method that reflects the substantive complexities.
1. The critical decision is at which values of x you want to examine the predictions.




DROP Commands for predictions
Official Stata
predict: 	Predictions for observations in the dataset
margins: 	Predictions at specific values or averaged over observed values
marginsplot: Plot predictions from margins
SPost13
1. SPost13’s m* commands are "wrappers" to make margins easier and more powerful. 
mchange:	Changes in predictions (automates hundreds of commands)
mgen: 		Create variables with predictions for plots
mtable:	Tables of predictions
mlincom: 	Tests of predictions
1. They work with most models and with complex surveys. 
[bookmark: _Toc510622003]
In-sample predicted probabilities
1. In-sample predictions use xi values from the sample 

	

	
1. The range suggests how large the "effects" of regressors can be
1. Clumping suggest "types" of respondents or strong effects of categorical regressors




1. 
Effects are largest at π()=.5
[image: D:\Dropbox\MATLAB\brm3d_x1x2_1gridV4_pointsx205.emf]

* Listing extreme predictions 
Listing largest and smallest predictions might suggests
1. Which variables are important
1. Which observations have coding errors (e.g., age=9999).
1. Nothing

Tool: controlling how variables are listed
format %9.3g prblm lfp k5 agecat wc lwg inc 


#4.1 Which variables seem important for low probabilities of LFP?
. sort prblm
. format %9.3g prblm lfp k5 agecat wc lwg wages inc
. list prblm lfp k5 agecat wc lwg inc if prblm<.10, clean

       prblm        lfp   k5   agecat        wc    lwg    inc  
  1.   .0136   0NotInLF    3    30_39   College   .961   73.6  
  2.   .0354   0NotInLF    1      50+     NoCol   .207     45  
  3.    .038   0NotInLF    3    30_39   College    1.3   51.2  
  4.   .0673   0NotInLF    2    30_39     NoCol   .818     35  
  5.   .0719   0NotInLF    0      50+     NoCol   .367     68  
  6.   .0921   0NotInLF    3    30_39   College   .995   13.4  

Even with lwg in model you can list wages
. list prblm lfp k5 agecat wc wages inc if prblm<.10, clean

       prblm        lfp   k5   agecat        wc   wages    inc  
  1.   .0136   0NotInLF    3    30_39   College    2.61   73.6  
  2.   .0354   0NotInLF    1      50+     NoCol    1.23     45  
  3.    .038   0NotInLF    3    30_39   College    3.65   51.2  
  4.   .0673   0NotInLF    2    30_39     NoCol    2.27     35  
  5.   .0719   0NotInLF    0      50+     NoCol    1.44     68  
  6.   .0921   0NotInLF    3    30_39   College     2.7   13.4 

Which variables seem important for high probabilities of LFP?
. list prblm lfp k5 agecat wc wages inc if prblm>.90, clean

       prblm     lfp   k5   agecat        wc   wages     inc  
738.    .905   1InLF    0    30_39   College    8.65    21.4  
739.    .909   1InLF    0    40_49   College    13.6    17.5  
740.    .909   1InLF    0    30_39   College    8.53    21.3  
741.    .914   1InLF    0    30_39   College    4.04    12.5  
742.    .914   1InLF    0    30_39   College     4.7    11.2  
743.    .917   1InLF    0    30_39   College    6.88    20.6  
744.    .918   1InLF    0    30_39   College    5.85    13.6  
745.     .92   1InLF    0    30_39   College       6    17.1  
746.    .923   1InLF    0    30_39   College    4.98    5.12  
747.    .923   1InLF    0    30_39   College    8.04    20.8  
748.    .928   1InLF    0    30_39   College    5.37    11.8  
749.    .934   1InLF    0    30_39   College    8.33    9.15  
750.    .936   1InLF    0    30_39   College    10.2    17.8  
751.    .941   1InLF    0    30_39   College    10.6    17.8  
752.    .943   1InLF    0    30_39   College    6.23   -.029  
753.    .951   1InLF    0    30_39   College    14.6    17.5  
Do your conclusions from the predictions match the estimated coefficients shown on the next page?


Logit estimates
. logit lfp k5 k618 i.agecat i.wc i.hc lwg inc, nolog robust

Logistic regression                               Number of obs   =        753
                                                  Wald chi2(8)    =      93.26
                                                  Prob > chi2     =     0.0000
Log pseudolikelihood = -452.72367                 Pseudo R2       =     0.1207

------------------------------------------------------------------------------
             |               Robust
         lfp |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
          k5 |  -1.391567    .193766    -7.18   0.000    -1.771342   -1.011793
        k618 |  -.0656678   .0717179    -0.92   0.360    -.2062322    .0748966
      agecat |
      40_49  |  -.6267601   .2060506    -3.04   0.002    -1.030612   -.2229083
        50+  |  -1.279078   .2580825    -4.96   0.000     -1.78491   -.7732453
          wc |
    College  |   .7977136   .2369196     3.37   0.001     .3333597    1.262067
          hc |
    College  |   .1358895   .2063383     0.66   0.510    -.2685262    .5403052
         lwg |   .6099096   .1658587     3.68   0.000     .2848325    .9349867
         inc |  -.0350542   .0087875    -3.99   0.000    -.0522774   -.0178309
       _cons |   1.013999     .30458     3.33   0.001     .4170334    1.610965
------------------------------------------------------------------------------


Marginal change (MC)
1. If there are no product terms (e.g., x1*x2), MC is the partial derivative:






	Logit:	

	Probit: 	
· The instantaneous rate of change in the probability with respect to xk holding other variables at specific values
· The slope of the Pr(y=1|x) curve at xk holding other variables a specific values
1. Sign of MC determined by βk since f(xβ) is always positive.
1. Magnitude depends on βk and f(xβ), thus by all variables and coefficients.


Centered and uncentered changes of 1
[image: D:\Dropbox\CDA_research\Work\Sage2\PrePosted figures\brm-me\brm-me-dcV13-centeredarrow.emf]
Mathematically, ...

Uncentered change of 1

	
Centered change of 1

	
Marginal effect at representative values (MER)
1. Think of a specific set of values x* and compute the ME there.


		
1. Maddala in 1980s recommended using MER's at multiple locations.
· We apply this by creating "ideal types" and computing MER's for these


Marginal effect at the mean (MEM)
Often used, perhaps due to ease of computation and tradition.
1. Hold all variables held at theirs means:


		
1. Is the mean representative of what you want to know?
Average marginal effect (AME)
1. Compute the ME at each xi. For example:


			
1. AME averages over all cases:


	
1. Generally, AME's are the most useful summary measure.




#5.2 Centered changes in xk




. mchange, atmeans dec(2) centered
<snip>
                |    Change    p-value 
----------------+----------------------
k5              |                      
    +1 centered |     -0.33       0.00 
   +SD centered |     -0.18       0.00 
       Marginal |     -0.34       0.00 
<snip>
inc             |                      
    +1 centered |     -0.01       0.00 
   +SD centered |     -0.10       0.00 
       Marginal |     -0.01       0.00 
<snip>
For example…


1. For k5
For a woman who is average on all characteristics, an additional young child centered around the mean decreases the probability of being in the labor force by .33 (p<.01).
The added child is centered on the average number of children (.24), which leads to a negative start value!
1. For inc
A standard deviation change in family income (about $20,000) centered around the mean income increases the probability of being in the labor force by .10 (p<.01, two-tailed test), with other variables held at their means.


[bookmark: _Toc489277086][bookmark: _Toc510622004]Standard errors of predictions
1. How precise are the predictions? Are predictions equal?
1. The delta method computes the standard error for the sampling distribution of the estimated predictions.
1. Standard errors can be used for confidence intervals and significance tests.
Confidence intervals
1. The confidence interval (CI) is: [ Lower level, Upper level ]
1. With a 95% CI, we conclude:
	We are 95% certain that our CI includes the true value of the parameter.
Or: 
With repeated samples we would expect our prediction to be within the CI 95% of the time.
1. Consider two predictions:
p1 with CI [p1LB, p1UB]  and  p1 with CI [p1LB, p1UB]
1. If the CI's do not overlap, the predictions are significantly different.
1. People incorrectly assume: If the CI's overlap, the predictions are not significantly different
1. To test if predictions differ, it is safer to compute the specific test.
1. The easiest way to do this is to estimate all of the predictions simultaneously 
1. To do this we take advantage of the return r(atspec)

* Automating mlincom for all predictions
matrix pval = J(5,4,.z)
matrix rownames pval = Average YngLow YngHi MidHi OldHi
matrix colnames pval = Average YngLow YngHi MidHi

foreach irow in 1 2 3 4 5 {
    foreach icol in 1 2 3 4 {
        if `icol' < `irow' {
            di "`icol' vs `irow'"
            mlincom `irow' - `icol'
            scalar p = r(p)
            matrix pval[`irow',`icol'] = p
        }
    }
}

matlist pval, format(%7.2f) ///
    title(Pvalue testing equal predictions) nodotz

Pvalue testing equal predictions

             | Average   YngLow    YngHi    MidHi
-------------+------------------------------------
     Average |
      YngLow |    0.00
       YngHi |    0.02     0.00
       MidHi |    0.00     0.00     0.00
       OldHi |    0.28     0.00     0.01     0.01

Adding controls affects the curve in three ways
1. The coefficients for inc differ; this affects the slope of the curves.
319. Income only: 	-.0207569  
319. Full model:	-.0350542
1. The intercepts differ which move the curves left and right.
320. Income only: 	.6946054
320. Full model:	1.013999
1. The levels of the other variables shift the curve left and right, essentially changing the intercept.
Recall our earlier graphs...


Visually: How x2 affects the "effect" of x1
[image: D:\Dropbox\MATLAB\brm3d_x1x2_1gridV4_pointsx205.emf]
Predictions by inc for various age levels
1. Here we look at the effect of income by age group:
. estimates restore blm
. mgen, at(inc=(`inc_rng') agecat=1) atmeans stub(p30) predlabel(Age 30-39)

Predictions from: margins, at(inc=(0(5)100) agecat=1) atmeans predict(pr)

Variable   Obs Unique      Mean        Min       Max  Label
------------------------------------------------------------------------------
p30pr1      21     21  .4583632   .1230226  .8236541  Age 30-39
p30ll1      21     21  .3331298  -.0230338  .7624032  95% lower limit
p30ul1      21     21  .5835967    .269079  .8849049  95% upper limit
p30inc      21     21        50          0       100  Family income exclud...
------------------------------------------------------------------------------

Specified values of covariates

                                         1.         1.           
       k5       k618     agecat         wc         hc        lwg 
-----------------------------------------------------------------
 .2377158   1.353254          1   .2815405   .3917663   1.097115

. mgen, at(inc=(`inc_rng') agecat=2) atmeans stub(p40) predlabel(Age 40-49)
  <snip>
. mgen, at(inc=(`inc_rng') agecat=3) atmeans stub(p50) predlabel(Age 50+)
  <snip>
We find...





[bookmark: _Toc510622005][bookmark: _Toc508698433]INTRO drop
[bookmark: _Toc508799748][bookmark: _Toc510622006]Overview of the models we consider
Linear regression model (LRM)
Examples of outcomes
1. Income: income; log of income.
1. Prestige of graduate program: Scale from 100 to 500.
1. Number of friends: How many close friends do you have?
1. Health index: sum of ordinal indicators of health.



Binary regression models (BRM)
1. Linear probability model
1. Logit or logistic regression
1. Probit
Examples
1. Job status: Did a person quit her job?
1. Voting: Did someone vote? Democrat or Republican?
1. Schooling: Does a high school student decide to go on to college?


Nominal regression models (NRM)
1. Multinomial logit
1. Conditional logit
Examples
1. Occupation: manual; craft; white collar; blue collar; pink collar; professional
1. Marital status: single; married; divorced; widowed
1. Preferred job location: West; Midwest; South; Northwest; Northeast


Ordinal regression models (ORM)
1. Ordinal logit and probit
1. Generalized ordered logit
1. Stereotype model; continuation ratio model; adjacent category model
Examples
1. Political party: 1=Strongly Democrat to 5=Strongly Republican
1. Likert scale on attitudes toward working mothers: 1=SA; 2=A; 3=D; 4=SD.
1. Rank attainment: 1=Assistant Prof.; 2=Associate Prof.; 3=Full Prof.
1. Social class: 1=lower; 2=middle; 3=upper.


Count regression model (CRM)
1. Poisson regression
1. Negative binomial
1. Zero-inflated models
1. Truncated and hurdle regression
Examples
1. Strikes: How many strikes occurred?
1. Articles: How many articles did a scientist publish?
1. Demonstrations: How many political demonstrations occurred?
1. Number of extramarital affairs or number of partners
1. 

[bookmark: _Toc508698434][bookmark: _Toc508799749][bookmark: _Toc510622007]Measurement of the outcome
1. Models are characterized by the level of measurement of the outcome
1. If you assume the wrong level of measurement
	Bias: on average the wrong answer
	Inefficiency: not using the data as well as you could
	Inappropriate answers
1. What is the true level of measurement?
“Assumptions that a variable is somehow ‘intrinsically’ interval (ordinal, nominal) are analytically misleading.” − Lew Carter, Social Forces 1971
1. What level of measurement does the concept education have?
1. Is scientific productivity continuous?
1. What makes a variable ordinal? Nominal?


[bookmark: _Toc510622008]LRM drop
The same point made with algebra
1. The true model is 

	
1. 
What if ? 
1. OLS estimation forces the mean residual to be 0 and estimates:

	
1. We can estimates β and α*, not α.

	
Regardless of N, it is impossible to disentangle α and δ.
Conditional mean error and identification

We assume the average error is 0: . How do you know?
1. This implies

	
How do you know the error is on average 0?
[bookmark: _Toc489277059]Notes on quadratics and polynomials
1. Quadratic


1. Polynomial of order K


1. Any curve can be approximated by a polynomial of some order.
1. This is possible since as x increases, x2 increases faster, x3 increases even faster, and so on. This allows the relative impacts of the βk's.
1. Graphically,
Relationship between age and age-squared
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\lrm-age-agesqV2-axes-equal.emf] [image: D:\Dropbox\CDA_research\Work\Sage2\lrm-age-agesqV2-axes-unequal.emf]
1. For all values of age, age-squared is age times larger than age.
1. Consequently, the larger the value of age, the greater the impact of age-squared through β2. 
1. If β1 and β2 have different signs, the effect of age can change directions.

Holding constant with polynomials
1. Let x1 = age and x2 = age*age = age2 .
1. The regression is:


1. You cannot increase age holding age2 constant.
1. Marginal effects must take this into account.
#23 LRM that is quadratic in age
. regress logwages male c.age c.age#c.age edyears, eform(Factor)

      Source |       SS       df       MS              Number of obs =    3997
-------------+------------------------------           F(  4,  3992) =  627.18
       Model |  390.246735     4  97.5616836           Prob > F      =  0.0000
    Residual |  620.980934  3992  .155556346           R-squared     =  0.3859
-------------+------------------------------           Adj R-squared =  0.3853
       Total |  1011.22767  3996  .253059977           Root MSE      =  .39441

------------------------------------------------------------------------------
    logwages |     Factor   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
        male |   1.250839   .0156118    17.93   0.000     1.220603    1.281825
         age |   1.086432   .0034754    25.92   0.000      1.07964    1.093267
 c.age#c.age |   .9991547   .0000412   -20.52   0.000      .999074    .9992355
     edyears |   1.048405   .0022096    22.43   0.000     1.044082    1.052746
       _cons |   1.101992   .0669342     1.60   0.110     .9782764    1.241354
------------------------------------------------------------------------------
The age-squared coefficient
1. The coefficients for age and age-squared are:
age:			1.086432   
age-squared:	.9991547
1. These cannot be interpreted directly since you cannot change age while holding age-squared constant.
1. Instead, we look at predictions as age changes.
What is predicted? Almost anything!
1. You can use valid Stata expressions. For example:
mtable, expression(exp(predict(xb)))...
computes the exponential of the linear combination xb.
· If xb is log(wages), mtable predicts wages.
1. Examples of other expressions are presented as we proceed.
#2.1 Using mtable for predictions
mtable, at(agecat=3 k5=3 wc=0 hc=0) ///
    estname(PrLFP) atmeans
The output is...
From the front (brm3d_x1x2_1gridV4_front.emf )
[image: D:\Dropbox\MATLAB\brm3d_x1x2_1gridV4_front.emf]
From the side
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									Side
LRM DROP Loglinear models 
1. Review:	exp(a + b) = exp(a) exp(b)
log[ exp(a + b) ] = a + b
1. An exponential model is multiplicative on the y metric

	
1. Taking the log makes the model loglinear on the log(y) metric

	
1. β1 is interpreted as:
· For a unit increase in x1, the log of y is expected to increase by β1 units, holding other variables constant.
1. A change in the log of y is often substantively unclear

Interpreting loglinear models with factor change
What is a "factor change"?
y = 10.
Factor change of 2: y is doubled or twice as large
2*10 = 20
Factor change of .5: y is made half as large
.5*10 = 5
Factor and percentage change
If y is 2 times larger, 	 y increases 100%
If y is 1.5 times larger,	 y increases 50%
If y is .5 times smaller,	 y decreases 50%


Factor change in y
1. Start value: Let y(x,x1) be the value of y focusing on x1:


1. End value: y(x,x1+1) is the value of y after increasing x1 by 1: 


1. The ratio y(x,x1+1)/y(x,x1) is the factor change in y for a unit increase in x1:

	
For a unit increase in x1, y is expected be exp(β1) times larger (or smaller), holding other variables constant.

Percentage and factor change
1. We can translate the factor change exp(β1) to percentage change:


· If you make $10/hour and get a raise to $11/hour, a 10% raise: 


1. Either factor or percentage change can be used
· For a unit increase in x1, y is expected to change by 100[exp(β1)-1] percent, holding other variables constant.
· For a unit increase in x1, y is expected be exp(β1) times larger (or smaller), holding other variables constant.


MOVE mgen: create variables with predictions
stub(stub-name): Variables generated begin with stub-name.
predname(pred-name): The default name of prediction is name returned by mtable. If you want a different name, use the predname().
predlabel(label): The label used for the prediction. This is useful for making graphs where the label is used for titles and legends. 
Generated variables: <stub-name><stat-name>
<stat-name>  Description
--------------------------------------------------------------------
predname     Estimate such as probabilities, dydx, etc.
ll           Lower level bound of confidence interval
ul           Upper level bound of confidence interval
pval         p-value for test margin is 0
se           Standard error of margin
z            z-value of test prediction is 0
at(var-name=<range>) values
Values of var-name are saved as <stub-name><var-name>.
For example, using M1

#12 Predictions of log wages in M1
mgen, at(male=1 age=(25(1)65) edyears=20) atmeans ///
    stub(m1M) predlabel(Men) predname(wages) replace
1. Be default, margins predicts xb which is log of wages.
1. We specify that we want to label the prediction as “Men” leading to:
. mgen, at(male=1 age=(25(1)65) edyears=20) atmeans /// men 20 years of ed
>     stub(m1M) predname(logwages)

Predictions from: margins, at(male=1 age=(25(1)65) edyears=20) atmeans

Variable     Obs Unique      Mean       Min       Max  Label
------------------------------------------------------------------------------
m1Mlogwages   41     41   3.25801  2.894913  3.621108  xb from margins
m1Mll         41     41   3.21991  2.859148   3.57357  95% lower limit
m1Mul         41     41  3.296111  2.930679  3.668645  95% upper limit
m1Mage        41     41        45        25        65  age in years
------------------------------------------------------------------------------

Specified values of covariates

     male    edyears 
---------------------
        1         20

1. We can do the same thing for women (male=0) and plot the results using graph
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-lrm-slid-ontario-m1logwages.emf]

#14 Predictions of wages in M1
mgen, at(male=1 age=(25(1)65) edyears=20) atmeans ///
    expression(exp(predict(xb))) ///
    stub(m1M) predlabel(Men) predname(wages) replace
1. Be default, margins predicts xb which is log of wages.
1. expression(exp(predict(xb))) says that the “expression” margins is to compute, is the exponential of what is predicted.
1. We also specify that we want to label the prediction as “Men” leading to:
Predictions from: margins, at(male=1 age=(25(1)65) edyears=20) atmeans 
> expression(exp(predict(xb)))

Variable   Obs Unique      Mean       Min       Max  Label
------------------------------------------------------------------------------
m1Mwages    41     41  26.60174  18.08194  37.37894  Men
m1Mll       41     41  25.56683  17.43542  35.60258  95% lower limit
m1Mul       41     41  27.63665  18.72845   39.1553  95% upper limit
m1Mage      41     41        45        25        65  age in years
------------------------------------------------------------------------------

Specified values of covariates

     male    edyears 
        1         20 

1. Using the same procedures for women, we can create our graph:
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-lrm-slid-ontario-m1wages.emf]


#23 M2: Predictions with age and age-squared
1. Returning to M2, we use identical commands with only changes in the labels
1. margins changes age and age-squared automatically.
. * men with 20 years of school
. mgen, at(male=1 age=(25(1)65) edyears=20) atmeans predlabel(Men) ///
>     expression(exp(predict(xb))) stub(m2M) predname(wages)

Predictions from: margins, at(male=1 age=(25(1)65) edyears=20) atmeans 
> expression(exp(predict(xb)))

Variable   Obs Unique      Mean       Min       Max  Label
------------------------------------------------------------------------------
m2Mwages    41     41  23.91218  16.61465  27.05886  Men
m2Mll       41     41  22.96109  16.03382  26.08473  95% lower limit
m2Mul       41     41  24.86328  17.19547  28.03299  95% upper limit
m2Mage      41     41        45        25        65  age in years
------------------------------------------------------------------------------

Specified values of covariates

     male    edyears 
---------------------
        1         20 


. * women with 20 years of school
. mgen, at(male=0 age=(25(1)65) edyears=20) atmeans predlabel(Women) ///
>     expression(exp(predict(xb))) stub(m2W) predname(wages)

Predictions from: margins, at(male=0 age=(25(1)65) edyears=20) atmeans 
> expression(exp(predict(xb)))

Variable   Obs Unique      Mean       Min       Max  Label
------------------------------------------------------------------------------
m2Wwages    41     41  19.11691   13.2828  21.63256  Women
m2Wll       41     41  18.36393  12.82599  20.86174  95% lower limit
m2Wul       41     41  19.86988   13.7396  22.40337  95% upper limit
m2Wage      41     41        45        25        65  age in years
------------------------------------------------------------------------------

Specified values of covariates

     male    edyears 
---------------------
20


#24 Create the graph
Use this as a template – you do not need to understand the details
. local graphnm "m2logwages"
. graph twoway ///
>     (connected m2Mlogwages m2Mage, lwid(*1.4)  ///
>         msym(i) clcol(blue) mcol(blue) lpat(dash)) ///
>     (connected m2Wlogwages m2Mage, lwid(*1.4)  ///
>         msym(i) clcol(red) mcol(red))  ///
>   , title("m2: For respondents with 20 years of education", pos(11)) ///
>     ytitle("Log wages") ylab(2(.5)4.0,grid gmax gmin) ///
>     xtitle("Age") xlab(25(10)65,grid) ///
>     caption("#25 `tag'", size(vsmall))

. graph export `pgm'-`graphnm'.emf, replace
Results
1. The percentage change in wages for a unit increase in age is the same for men and women
1. Is the "effect" of age the same for men and women?
Consider the plot...


Properties of the OLS estimator
1. When the assumptions hold, OLS estimates are BLUE.
a. Best: smallest possible sampling variance.
b. Linear: a linear combination of the data.
c. Unbiased: on average the correct answer across samples.
1. These properties are asymptotic, but OLS works very well for small N.
Residuals
1. First we estimate the intercept and the slope coefficients.
1. With these estimates and the observed data we compute residuals.


1. The residuals are used to estimate the variance of the error:

	

R2: explained variation
R2 is the percent of the variation in y explained by the regressors.

	
Knowing the β's does not tell you the R2
1. Consider models for men and women:

	

	
1. 

Equal coefficients for men and women does not imply if.
1. If the slopes are equal, but the R2's differ, are the "effects" the same for both groups? Are the social processes the same?

[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-lrm-slid-ontario-m2wages.emf]

[bookmark: _Toc510622009]Scientific Prestibe
#1 Descriptive statistics
. use regjob3, clear
(Long's data on academic jobs of biochemists \ 2009-03-13)

. codebook job100 fem phd100 ment fel art cit, compact

Variable Obs Unique      Mean  Min       Max  Label
----------------------------------------------------------------------------
job100   408     80  223.3431  100       480  Prestige of 1st job on 100 to...
fem      408      2  .3897059    0         1  Gender: 1=female 0=male
phd100   408     89  320.0564  100       480  PhD prestige on 100 to 500 scale
ment     408    123  45.47058    0  531.9999  Citations received by mentor
fel      408      2  .6176471    0         1  Fellow: 1=yes 0=no
art      408     14  2.276961    0        18  # of articles published
cit      408     87  21.71569    0       203  # of citations received
-----------------------------------------------------------------------------


xx#2 Correlations don't tell you enough
. pwcorr fem phd100 art job100

             |      fem   phd100      art   job100
-------------+------------------------------------
         fem |   1.0000 
      phd100 |  -0.0550   1.0000 
         art |  -0.1718   0.1534   1.0000 
      job100 |  -0.1076   0.3636   0.2622   1.0000 

1. What does the correlation between phd100 and job100 tell you?
1. What doesn't the correlation tell you?


xx#4 Job and doctoral prestige (r=.3636)
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-lrm-regjob-jobphdscatter.emf]


xx#6 Histogram comparing PhD origins of men and women
If we were focusing on gender differences, we might compare groups.
. histogram phd, by(fem) width(.2) percent

[image: D:\Dropbox\CDA_classes\CDA iu 2015\Work\cdalec15-lrm-regjob-femjobhist.emf]

#7 Estimating the LRM
  <cmd>   <lhs>  <rhs> [, <options>]
. regress job100 fem phd100 ment fel art cit

      Source |       SS       df       MS              Number of obs =     408
-------------+------------------------------           F(  6,   401) =   17.78
       Model |  810584.791     6  135097.465           Prob > F      =  0.0000
    Residual |  3047379.21   401  7599.44941           R-squared     =  0.2101
-------------+------------------------------           Adj R-squared =  0.1983
       Total |     3857964   407  9479.02704           Root MSE      =  87.175

------------------------------------------------------------------------------
      job100 |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
         fem |  -13.91939   9.023442    -1.54   0.124    -31.65856    3.819769
      phd100 |   .2726826   .0493183     5.53   0.000     .1757278    .3696375
        ment |   .1186708   .0701164     1.69   0.091    -.0191709    .2565125
         fel |   23.41384   9.482065     2.47   0.014     4.773075    42.05461
         art |   2.280112   2.888427     0.79   0.430    -3.398239    7.958464
         cit |   .4478843   .1968665     2.28   0.023      .060865    .8349036
       _cons |   106.7184   16.61357     6.42   0.000     74.05785     139.379
------------------------------------------------------------------------------

Interpretations follow...


Interpreting unstandardized coefficients
1. Being a female scientist decreases the expected prestige of the first job by
14 points on a 400 point scale, holding other variables constant.

      job100 |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
         fem |  -13.91939   9.023442    -1.54   0.124    -31.65856    3.819769

1. For each additional citation, the prestige of the first job is expected to increase by .45 units, holding other variables constant.

      job100 |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
         cit |   .4478843   .1968665     2.28   0.023      .060865    .8349036
xx y-standardized coefficients

regress job100std fem phd100 ment fel art    cit 

Standardize y to a unit variance:

	
For a continuous variable

For a unit increase in xk, y is expected to change by standard deviations, holding other variables constant.
For a dummy variable

Having characteristic xk (as opposed to not having it) results in an expected change in y ofstandard deviations, holding other variables constant.


Examples
1. Being a woman decreases the expected prestige of the first job by .14 standard deviations, holding other variables constant.

      job100 |      b         t     P>|t|    bStdX    bStdY   bStdXY     SDofX
-------------+----------------------------------------------------------------
         fem | -13.91939   -1.543   0.124  -6.7966  -0.1430  -0.0698    0.4883

1. For every additional citation, the prestige of the first job is expected to increase by .005 standard deviations, holding other variables constant.

      job100 |      b         t     P>|t|    bStdX    bStdY   bStdXY     SDofX
-------------+----------------------------------------------------------------
         cit |   0.44788    2.275   0.023  14.8070   0.0046   0.1521   33.0599


x-standardized coefficients

regress job100    fem phd100 ment fel artstd cit 


Standardizing the x's to a unit variance by multiplying xk by :

	
For a continuous variable

For a standard deviation increase in xk, y is expected to change by, holding other variables constant.
For a dummy variable
Not used. 

Example
1. For every standard deviation increase in citations, about 35 citations, the prestige of the first job is expected to increase by 15 points, holding other variables constant.

      job100 |      b         t     P>|t|    bStdX    bStdY   bStdXY     SDofX
-------------+----------------------------------------------------------------
         cit |   0.44788    2.275   0.023  14.8070   0.0046   0.1521   33.0599
1. 

Fully standardized ("beta") coefficients

regress job100std fem phd100 ment fel artstd cit 

Combine y and x's standardization: 

	
For a continuous variable

For a standard deviation increase in xk, y is expected to change bystandard deviations, holding other variables constant.
For dummy variables
Not used. 

Example
1. For every standard deviation increase in citations, the prestige of the first job is expected to increase by .15 standard deviations, holding other variables constant.

      job100 |      b         t     P>|t|    bStdX    bStdY   bStdXY     SDofX
-------------+----------------------------------------------------------------
         cit |   0.44788    2.275   0.023  14.8070   0.0046   0.1521   33.0599


Comparing the effects of female and citations

      job100 |      b         t     P>|t|    bStdX    bStdY   bStdXY     SDofX
------------+-----------------------------------------------------------------
         fem | -13.91939   -1.543   0.124  -6.7966  -0.1430  -0.0698    0.4883
         cit |   0.44788    2.275   0.023  14.8070   0.0046   0.1521   33.0599
:::
------------------------------------------------------------------------------
1. Which effect is larger? -13.9 or .448?
1. How do you compare the effect of being female to the effect of citations?
To overcome the cost of being a woman, a female scientist must receive 
one standard deviation more citations than her male counterpart.
1. Where did the comparison come from?
a. Cost of being female:				bfemale = -13.9
b. Effect of a SD increase in citations:	bStdX,cit = 14.8
1. Which variable has a stronger effect? Is this a meaningful question?


Comparing the effects of female and citations

      job100 |      b         t     P>|t|    bStdX    bStdY   bStdXY     SDofX
------------+-----------------------------------------------------------------
         fem | -13.91939   -1.543   0.124  -6.7966  -0.1430  -0.0698    0.4883
         cit |   0.44788    2.275   0.023  14.8070   0.0046   0.1521   33.0599
:::
------------------------------------------------------------------------------
1. Which effect is larger? -13.9 or .448?
1. How do you compare the effect of being female to the effect of citations?
To overcome the cost of being a woman, a female scientist must receive 
one standard deviation more citations than her male counterpart.
1. Where did the comparison come from?
a. Cost of being female:				bfemale = -13.9
b. Effect of a SD increase in citations:	bStdX,cit = 14.8
1. Which variable has a stronger effect? Is this a meaningful question?



[bookmark: _Toc355013367][bookmark: _Toc489277190][bookmark: _Toc510622010]Count outcomes drop
[bookmark: _Toc510622011]Readings and examples
Long & Freese: Chapter 9
cdaicpsrlec18-crm-*.do
[bookmark: _Toc489277192][bookmark: _Toc510622012]Roadmap
1. How does a Poisson process generate counts?
1. What cause people or countries (etc.) to differ in the rate at which something happens?
1. 

[bookmark: _Toc355013368][bookmark: _Toc489277193][bookmark: _Toc510622013]How many times does the spinner land on green?
[image: ]

                     ⋆ 




[bookmark: _Toc355013369][bookmark: _Toc489277194][bookmark: _Toc510622014]Explaining count outcomes
Chance alone
1. Poisson PDF 					Chance alone explains variation.
Chance and heterogeneity
1. Poisson regression model		Add observed heterogeneity.
1. Negative binomial regression	Add unobserved continuous heterogeneity.
1. Mixture count models 			Add unobserved discrete heterogeneity.
Overview
1. Start with a Poisson process for modeling counts 
· The bigger the green region in the spinner, the bigger the rate
1. Let the be determined by observed characteristics
· Characteristics affect the size of the green region
1. This is rarely sufficient so allow unobserved heterogeneity


[bookmark: _Toc355013371][bookmark: _Toc489277195][bookmark: _Toc510622015]The Poisson Process
[bookmark: _Toc355013372]Siméon-Denis Poisson (1781 – 1840)
[image: ]

[bookmark: _Toc355013373][image: ]A Poisson process





1. Start the count at 0.
1. Spin the arrow.
1. If it lands in the green, it is a success and the count increases by 1; 
if it landfs on other colors, it is a failure and the count does not change.
1. Spin again with the result independent of prior results.
1. Continuing this process leads to a Poisson PDF for the number of successes.
1. 

[bookmark: _Toc355013374]Examples of Poisson PDFs with different rates
The size of the green region determines the rate at which success occurs.
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn008.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn015.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn029.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn105.emf]

[bookmark: _Toc355013375]Formula for Poisson PDF 
1. y is a random variable that counts the # of successes
1. e=2.71828... and y!=y*(y-1)*(y-2)*...*3*2*1
1. A Poisson distribution with the rate μ>0 is 

	
1. Examples

	

	

	

	

[bookmark: _Toc355013376]The effect of μ on the Poisson distribution
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn008.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn015.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn029.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-mn105.emf]
   μ=.8	      μ=1.5	      μ=2.9		    μ=10.5
																		

1. μ is the rate: μ= E(y) 
1. As μ increases, mass moves right
1. Variance equals rate:  E(y)=Var(y)=μ 
1. As μ increases, the distribution approaches normal
1. As μ increases, the probability of 0's decreases rapidly as shown here...


[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-poisson-pdfs-prob0-0to5.emf]


			


			

[bookmark: _Toc355013377]Fitting Poisson PDF to # of articles
[image: D:\My Box Files\CDA13\Work\cda13lec-crm-couart-psnpdf-obs.emf]
1. Mean articles is 1.7 with variance 3.7.
1. Compared to Poisson PDF,the observed data has: 1) more 0s; 2) fewer cases in middle; and 3) more cases in the upper tail/
1. Data are not consistent with a Poisson process.

Plotting a Poisson PDF
. poisson art, nolog

Poisson regression                                Number of obs   =        915
                                                  LR chi2(0)      =       0.00
                                                  Prob > chi2     =          .
Log likelihood = -1742.5735                       Pseudo R2       =     0.0000

------------------------------------------------------------------------------
         art |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
       _cons |   .5264408   .0254082    20.72   0.000     .4766416      .57624
------------------------------------------------------------------------------

. * create variables with mean predictions
. mgen, pr(0/10) meanpred stub(pdf) 
  <snip>

. label var pdfpreq "Poisson PDF" // label for plot
. label var pdfobeq "Observed Probability" // label for plot

Generated variables are listed on next page...


Results from mgen
. list pdfval pdfobeq pdfpreq in 1/12, clean

       pdfval    pdfobeq    pdfpreq  
  1.        0   .3005464   .1839859  
  2.        1   .2688525    .311469  
  3.        2   .1945355   .2636424  
  4.        3   .0918033    .148773  
  5.        4    .073224   .0629643  
  6.        5   .0295082   .0213184  
  7.        6   .0185792    .006015  
  8.        7   .0131148   .0014547  
  9.        8   .0010929   .0003078  
 10.        9   .0021858   .0000579  
 11.       10   .0010929   9.80e-06  
 12.        .          .          . 
To create the graph
twoway connected pdfobeq pdfpreq pdfval, ///
    msym(O s) msiz(2 2.4) mcol(black red) lcol(black red) lpat(dash dash) ///
    ytitle("Pr(y = k)") xtitle("Number of articles") ///
    ylab(0(.1).4, grid gmax gmin) xlab(0(1)9, nogrid) 


[bookmark: _Toc355013378][bookmark: _Toc489277196][bookmark: _Toc510622016]The BIG idea of heterogeneity
[bookmark: _Toc355013379]A 50/50 mix of two Poisson distributions
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\crm-poisson-mixtureV2-PDFs15and45.emf]
[bookmark: _Toc355013380]Mixture of Poissons vs Poisson at combined mean
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\crm-poisson-mixtureV2-PDFs30.emf]


[bookmark: _Toc355013381]Summary of heterogeneity
Panel A: Mixture versus Poisson at mixed mean	Panel B: Observed data compared to 
									 predictions from Poisson PDF
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\crm-poisson-mixtureV2-PDFs15and45.emf][image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\crm-poisson-mixtureV2-PDFs30.emf]
1. Mixture of Poisson distributions does not have a Poisson distribution 
1. Mixture has excess low and high counts, just like our observed data
1. Failure to account for heterogeneity leads to overdispersion


[bookmark: _Toc355013382][bookmark: _Toc489277197][bookmark: _Toc510622017]The Poisson regression model (PRM)
1. The PRM adds observed heterogeneity

	

	
where μi is the mean of Poisson distribution for observation i
1. Taking the exponential of xβ forces μ to be positive 
1. For observation i,

	
which differs for each i
1. The PRM is didactically useful, but I do not recommend the PRM for reasons considered below.


[bookmark: _Toc355013383]PRM with a single binary regressor
1. Let

	
1. Rates differ by gender 

	
1. 

Since y is distributed Poisson:  Female 
				 Women	 	 Men
		--------------------
	 Pr(y=0)		.46		.41
	 Pr(y=1)		.36		.37
	 Pr(y=2)		.14		.16
	 Pr(y=3)		.04		.05
	 Pr(y=4)		.007		.011


[bookmark: _Toc355013384]PRM with a single continuous regressor
1. Let

	
1. Since y is Poisson 

	 
1. For example, at x=0, μ=exp(-.25)=.78

	
1. Plotting the counts by x...


PRM with a single continuous regressor
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-prm.emf]
1. Distribution around E(y|x) is Poisson
1. As μ increases: a) Var(y|x) increases; b) proportion of 0s decreases; and 
c) distribution becomes normal

PRM with a single continuous regressor at large mean counts
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-prm-largemean.emf]
1. For larger E(y|x), LRM approximates PRM.
1. Is LRM acceptable with count outcomes?

[bookmark: _Toc355013370]LRM with count outcomes
1. Counts are sometimes treated as continuous using the LRM.
1. LRM is inefficient, inconsistent, and biased due to nonlinearity and heteroscedasticity.
1. LRM of sqrt(y) has some theoretical justification.
1. With large mean counts, LRM often works well.
1. Count models are preferred, easy to compute, and easy to interpret.
· Is income a count?


[bookmark: _Toc355013385][bookmark: _Toc489277198][bookmark: _Toc510622018]ML estimation
1. We maximize the likelihood:

	
1. Convergence is usually fast and problems are rarely encountered.



[bookmark: _Toc355013386][bookmark: _Toc489277199][bookmark: _Toc510622019]Example of scientific productivity
[bookmark: _Toc355013387]Descriptive statistics 
. use couart4, clear
(couart4.dta | Long data on productivity of biochemists | 2013-07-15)

. nmlab art fem mar kid5 phd ment

art   Articles in last 3 yrs of PhD
fem   Gender: 1=female 0=male
mar   Married: 1=yes 0=no
kid5  Number of children < 6
phd   PhD prestige
ment  Article by mentor in last 3 yrs

. sum art fem mar kid5 phd ment

    Variable |       Obs        Mean    Std. Dev.       Min        Max
-------------+--------------------------------------------------------
         art |       915    1.692896    1.926069          0         19
         fem |       915    .4601093    .4986788          0          1
         mar |       915    .6622951     .473186          0          1
        kid5 |       915     .495082      .76488          0          3
         phd |       915    3.103109    .9842491       .755       4.62
        ment |       915    8.767213    9.483916          0         77


[bookmark: _Toc355013389]Poisson regression model
. poisson art i.fem i.mar kid5 phd ment

Poisson regression                                Number of obs   =        915
                                                  LR chi2(5)      =     183.03
                                                  Prob > chi2     =     0.0000
Log likelihood = -1651.0563                       Pseudo R2       =     0.0525

------------------------------------------------------------------------------
         art |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
      female |
     Female  |  -.2245942   .0546138    -4.11   0.000    -.3316352   -.1175532
             |
     married |
    Married  |   .1552434   .0613747     2.53   0.011     .0349512    .2755356
        kid5 |  -.1848827   .0401272    -4.61   0.000    -.2635305   -.1062349
         phd |   .0128226   .0263972     0.49   0.627     -.038915    .0645601
      mentor |   .0255427   .0020061    12.73   0.000     .0216109    .0294746
       _cons |   .3046168   .1029822     2.96   0.003     .1027755    .5064581
------------------------------------------------------------------------------
1. All regressors but phd are significant
1. We begin by interpreting effects on rates
1. 

[bookmark: _Toc355013390]Factor change in the rate E(y|x) 
1. The expected count focusing on the level of x3 is

	Start at x3: 	
1. Increasing x3 by 1 

	End at x3+1:	
1. The factor change in the expected count is 

	
1. The effect of a change in xk does not depend on values of the x's
Factor change: For a unit change in xk the expected count (rate) changes by a factor of exp(βk) holding other variables constant.
Standardized factor change: For a SD change in xk the expected count changes by a factor of exp(skβk) holding other variables constant.
a. 

Factor change in rate
. listcoef fem ment, help

poisson (N=915): Factor change in expected count

  Observed SD:  1.9261

             |          b        z    P>|z|       e^b   e^bStdX     SDofX
-------------+-----------------------------------------------------------
      female |
     Female  |    -0.2246   -4.112    0.000     0.799     0.894     0.499
      mentor |     0.0255   12.733    0.000     1.026     1.274     9.484
-------------------------------------------------------------------------
     e^b = exp(b) = factor change in expected count for unit increase in X
 e^bStdX = exp(b*SD of X) = change in expected count for SD increase in X


. listcoef fem ment, percent help

poisson (N=915): Percentage change in expected count

  Observed SD:  1.9261

             |          b        z    P>|z|         %     %StdX     SDofX
-------------+-----------------------------------------------------------
      female |
     Female  |    -0.2246   -4.112    0.000     -20.1     -10.6     0.499
      mentor |     0.0255   12.733    0.000       2.6      27.4     9.484
-------------------------------------------------------------------------
       % = percent change in expected count for unit increase in X
   %StdX = percent change in expected count for SD increase in X
Interpretations on next page...

female
             |          b        z    P>|z|       e^b   e^bStdX     SDofX
-------------+-----------------------------------------------------------
      female |
     Female  |    -0.2246   -4.112    0.000     0.799     0.894     0.499

Being a female scientist decreases the expected number of articles by a factor of .80, holding other variables constant.

mentor
             |          b        z    P>|z|         %     %StdX     SDofX
-------------+-----------------------------------------------------------
      mentor |     0.0255   12.733    0.000       2.6      27.4     9.484

For every additional article by the mentor, a scientist's mean productivity increases by 2.6 percent, holding other variables constant.

For a standard deviation increase in the mentor's productivity, about ten articles, a scientist's mean productivity increases by 27 percent, holding other variables constants.

Plotting the rate
. margins, atmeans at(ment=(0(5)50))
. marginsplot, ylabel(0(1)6, grid gmin gmax)
[image: D:\Dropbox\CDA classes\CDA iu 2013\Work\cda13lec-crm-couart-prm-rate-mentor.emf]	

Marginal effects on rates are not constant
The larger the rate, the greater the rate of change


[image: D:\Dropbox\CDA classes\CDA iu 2013\Work\cda13lec-crm-couart-prm-rate-mentor-extended.emf]

[bookmark: _Toc355013391]Discrete change in the rate
1. The factor change is constant
1. The DC depends on the values of the regressors
1. Let xk change from start value to end value

	
1. Interpretation


For a change in xk from start value to end value, the expected count changes by E, holding other variables at the given values.


DCM in the rate
. mchange female kid5, amount(one) atmean

poisson: Changes in mu | Number of obs = 915

Expression: Predicted number of art, predict()

                   |    Change    p-value 
-------------------+----------------------
female             |                      
    Female vs Male |    -0.359      0.000 
kid5               |                      
                +1 |    -0.272      0.000 
<snip>
1: Estimates with margins option atmeans

For an average scientist, being female decreases expected productivity by .36 articles.
For an average scientists, an additional young child decreases expected productivity by .27.


DCM in rate at mean with CIs
1. I compute predictions at the mean for men and women
. qui mtable, at(fem=0) atmeans ci rowname(Men)
. qui mtable, at(fem=1) atmeans ci rowname(Women) below
1. The DC for female is:
. mtable, dydx(fem) atmeans ci rowname(Diff)  below

Expression: Predicted number of art, predict()

           |       mu        ll        ul
 ----------+-----------------------------
       Men |    1.785     1.664     1.907
     Women |    1.426     1.310     1.542
      Diff |   -0.359    -0.529    -0.190

Specified values of covariates
           |                   1.                                      1.
           |   female    married      kid5       phd    mentor    female
 ----------+------------------------------------------------------------
     Set 1 |        0       .662      .495       3.1      8.77         .
     Set 2 |        1       .662      .495       3.1      8.77         .
   Current |        .       .662      .495       3.1      8.77       .46

The expected number of publications for an average man is 1.78 compared to an average of 1.43 for women, a statistically significant difference of .36.

Aside: ADC in the rate
. mchange female kid5, amount(one)

poisson: Changes in mu | Number of obs = 915

Expression: Predicted number of art, predict()

                |    Change    p-value 
----------------+----------------------
female          |                      
 Female vs Male |    -0.375      0.000 
kid5            |                      
             +1 |    -0.286      0.000 

On average being a female scientist decreases expected productivity by .38 articles.

On average an additional young child decreases expected productivity by .29.


Relationship between exp(β) and DCM
1. The factor or percent change and the DCM are related
1. A change of .36 articles from 1.79 to 1.42 is a 20.1 percent decrease
1. Computed with regression coefficient
. listcoef fem, percent

poisson (N=915): Percentage Change in Expected Count 

       art |      b         z     P>|z|      %      %StdX      SDofX
-----------+--------------------------------------------------------
     1.fem |  -0.22459   -4.112   0.000    -20.1    -10.6     0.4987
--------------------------------------------------------------------
1. Computed with predictions
. qui mtable, at(fem=0) atmeans stat(est ll ub) rowname(Men)
. qui mtable, at(fem=1) atmeans stat(est ll ub) rowname(Women) below
. mtable, dydx(fem) atmeans stat(est ll ub) below rowname(Diff)

           |       mu        ll        ul
 ----------+-----------------------------
       Men |    1.785     1.664     1.907
     Women |    1.426     1.310     1.542
      Diff |   -0.359    -0.529    -0.190

. di 100*(-0.359/1.785)
-20.112045

Probabilities
1. For a given the rate 

	
1. Sometimes the probability of specific outcomes is of interest
1. Probabilities are also used to assess the adequacy of the model


Comparing probabilities for men and women
. qui mtable, at(fem=0) atmeans pr(0/5) stat(est)   clear roweq(Men)
. qui mtable, at(fem=1) atmeans pr(0/5) stat(est)   below roweq(Women)
. mtable,     dydx(fem) atmeans pr(0/5) stat(est p) below roweq(Change)

Expression: Marginal effect of Pr(art), predict(pr())

           |        0         1         2         3         4         5
 ----------+-----------------------------------------------------------
 Men       |
         1 |    0.168     0.299     0.267     0.159     0.071     0.025
 Women     |
         1 |    0.240     0.343     0.244     0.116     0.041     0.012
 Change    |
   d Pr(y) |    0.072     0.043    -0.023    -0.043    -0.030    -0.014
         p |    0.000     0.000     0.000     0.000     0.000     0.000

1. The largest difference is the greater probability of women having no articles. 
1. Recall that Pr(0) changes rapidly as the rate increases


[bookmark: _Toc355013392][bookmark: _Toc489277200][bookmark: _Toc510622020]Assessing models with average predictions
1. The probability that y=m given x 

	
1. Mean predicted probability summarizes predictions 

	
1. Observed probability 


1. 
If model is correct, we expect  
1. This is how  mgen,meanpred  computes this informaton
1. 

[bookmark: _Toc355013393]What is the mean prediction?
Show in steps…
Predictions for 1st two observations
. list art fem mar kid5 phd ment in 1/2, nolabel clean

       art   fem   mar   kid5    phd   ment  
  1.     0     0     1      0   2.52      7  
  2.     0     1     0      0   2.05      6  

. qui mtable, at(fem=0 mar=1 kid5=0 phd=2.52 ment=7) ///
>     pr(0/5) atmeans rowname(case1) colstub(pr)
. mtable, at(fem=1 mar=0 kid5=0 phd=2.05 ment=6) ///
>     pr(0/5) atmeans below rowname(case2) colstub(pr)

Expression: Pr(art), predict(pr())

        |      pr0       pr1       pr2       pr3       pr4       pr5
--------+-----------------------------------------------------------
  case1 |    0.141     0.277     0.271     0.176     0.086     0.034
  case2 |    0.274     0.355     0.230     0.099     0.032     0.008

Specified values of covariates

           |   female   married      kid5       phd    mentor
     Set 1 |        0         1         0      2.52         7
   Current |        1         0         0      2.05         6

predict for all observation one count at a time
. predict estpr0, pr(0)
. predict estpr1, pr(1)
. predict estpr2, pr(2)

. list estpr0-estpr2 art fem mar kid5 phd ment in 1/2, nolabel clean

         estpr0     estpr1     estpr2   art   fem   mar   kid5    phd   ment  
  1.   .1414034   .2766047   .2705385     0     0     1      0   2.52      7  
  2.   .2735238   .3545871   .2298374     0     1     0      0   2.05      6  

. * average predictions for all observations

. sum estpr*

    Variable |       Obs        Mean    Std. Dev.       Min        Max
-------------+--------------------------------------------------------
      estpr0 |       915    .2092071    .0794247   .0000659   .4113403
      estpr1 |       915    .3098447    .0634931   .0006345   .3678775
      estpr2 |       915     .242096    .0311473   .0030544   .2706704

mgen,meanpred makes these computations automatically


mgen for average predictions
. mgen, pr(0/9) meanpred stub(prm)

Variable   Obs Unique       Mean        Min       Max  Label
------------------------------------------------------------------------------
prmval      10     10        4.5          0         9  Articles in last 3 ...
prmobeq     10     10   .0993443   .0010929  .3005464  Observed proportion
prmoble     10     10   .8328962   .3005464  .9934427  Observed cum. propo...
prmpreq     10     10   .0998819   .0009304  .3098447  Avg predicted Pr(y=#)
prmprle     10     10   .8308733   .2092071  .9988188  Avg predicted cum. P..
prmob_pr    10     10  -.0005376  -.0475604  .0913393  Observed - Avg Pr(y=#)
------------------------------------------------------------------------------

. list art prmval prmpreq prmobeq in 1/12, nodisplay clean

       art   prmval    prmpreq    prmobeq
  1.     0        0   .2092071   .3005464
  2.     0        1   .3098447   .2688525
  3.     0        2   .242096    .1945355
  4.     0        3   .1346656   .0918033
  5.     0        4   .0611696    .073224
  6.     0        5   .0249554   .0295082
  7.     0        6   .0099346   .0185792
  8.     0        7   .0041384   .0131148
  9.     0        8    .001877   .0010929
 10.     0        9   .0009304   .0021858
 11.     0        .          .          .


Distribution of observed counts
. tab art

Articles in |
 last 3 yrs |
     of PhD |      Freq.     Percent        Cum.
------------+-----------------------------------
          0 |        275       30.05       30.05  <= see prmobeq from mgen
          1 |        246       26.89       56.94  <= see prmobeq from mgen
          2 |        178       19.45       76.39  <= see prmobeq from mgen
          3 |         84        9.18       85.57
          4 |         67        7.32       92.90
          5 |         27        2.95       95.85
          6 |         17        1.86       97.70
<snip>
         12 |          2        0.22       99.78
         16 |          1        0.11       99.89
         19 |          1        0.11      100.00
------------+-----------------------------------
      Total |        915      100.00
Plotting observed probabilities and mean predictions
. twoway connected prmobeq prmpreq prmval, ///
>     msym(O d) msiz(2 2.4) mcol(gs6 green) lcol(gs6 green) lpat(dot dot) ///
>     ytitle("Pr(y = k)") xtitle("Number of articles") ///
>     ylab(0(.1).4, grid gmax gmin) xlab(0(1)9, nogrid)


Observed probabilities and average predictions from PRM
[image: D:\Dropbox\CDA classes\CDA iu 2013\Work\cda13lec-crm-couart-prm-pdf-obs.emf]	

[bookmark: _Toc355013394][bookmark: _Toc489277201][bookmark: _Toc510622021]Negative binomial regression model
1. The PRM rarely fits due to overdispersion
1. The model typically under-predicts 0's and over-predicts larger counts
1. If the PRM mean structure is correct, but there is over-dispersion
a. Estimates are consistent, but inefficient
b. Z-values are spuriously large; things appear significant that are not
1. In the PRM

	
1. The NBRM adds a parameter so that

	
1. The single parameter often makes a huge difference in fit


[bookmark: _Toc355013395]Unobserved heterogeneity
1. 
In the NBRM, a new source of error is added 		
1. ε is assumed uncorrelated with x
1. ε can be due to
a. Combined effects of excluded variables
b. Pure randomness
1. 

 from NBRM and  from PRM are related

	


[bookmark: _Toc355013396]Identification
1. In the LRM, we assume E(ε)=0 to identify the model
1. We need a similar assumption for NBRM
1. Most conveniently assume

	
1. With this assumption, PRM and NBRM have the same mean structure

	


[bookmark: _Toc355013397]The negative binomial distribution
Roadmap
1. Show the distribution of y given both x and ν.
1. Since ν is unobserved, we average over ν to compute distribution of y given x
1. This is results in the NB distribution
Poisson distribution given x and ν
1. ν is unobserved, but assume we know the value of ν for each observation
1. Knowing ν, we treat it as a regressor with βν=1
1. The distribution of y given both x and ν is Poisson (since ν is just another x)

	
1. However, ν is unobserved so we cannot compute Pr(y|x, ν)!
1. Instead, we compute Pr(y|x) by mixing across ν

Example of binary mixing
1. Suppose:
531. Group 1 with ν = 1 for those with low motivation
531. Group 2 with ν = 2 for those with hi motivation
531. Pr(v = v*) is the probability someone is in group v*
1. The distribution of y|x differs for the two groups
a. For group 1: Pr(y |x, ν = 1)
b. For group 2: Pr(y |x, ν = 2)
1. We combine the conditional probabilities conditional on group size:
Pr(y |x) 	= [ Pr(v = 1) Pr(y |x, ν = 1) ]
		+ [ Pr(v = 2) Pr(y |x, ν = 2) ]
1. Pr(y|x) is a mixture of the distribution of y in the two groups.


Continuous mixing (the Poisson-gamma mixture model)
1. If the mixing variable is continuous (infinite v groups)

	
1. Assume ν has a gamma distribution with parameter δ 


	where  
1. With the gamma distribution
a. E(ν) = 1
b. Var(ν) = 1/δ ≡ α.
1. The distribution varies in shape with changes in α
Graph on next page...


Gamma distributions with varying parameters
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-gamma-pdfsV1-gamma.emf]	

Negative binomial distribution
1. The mixture of Poisson PDFs by gamma is a negative binomial distribution

	
1. It has the same mean structure as the PRM 

	
1. Where the variance is larger

	
· Since μ and α are positive, the NB has overdispersion

Graphs on next pages...

PRM or NBRM with α = 0.0
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-prm.emf]
NBRM with α = .5
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-nbrm-alpha05.emf]

NBRM with α = 1.0
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-nbrm-alpha10.emf]

NBRM with α = 2.0
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-nbrm-alpha20.emf]

NBRM with α = 0.0
[image: D:\Dropbox\CDA_classes\CDA iu 2015\Write\graphs added\sg2 crm\crm-reglinewithpdf-prm.emf]

[bookmark: _Toc355013398]Heterogeneity and contagion TODO: see Hilbe 2nd} 
1. Our derivation is based on unobserved heterogeneity (v)
1. Contagion also leads to the NB distribution
· Contagion is when people start with the same rate but the rate changes when an event occurs
1. Two, identical scientists start with the same productivity rate μ 
· Success in publishing increases the rate of future publishing
· If scientist 1 publishes, her rate increases as the result of contagion
· Scientist 2's rate does not change
· Now scientist 1 has an advantage that will accumulate
1. Contagion violates the independence assumption of the PRM
1. With cross-sectional data, heterogeneity and contagion are indistinguishable 

[bookmark: _Toc355013399]ML Estimation
The NBRM model can be estimated by ML:

	

where .

The NBRM for articles
. nbreg art i.fem i.mar kid5 phd ment, nolog

Negative binomial regression                      Number of obs   =        915
                                                  LR chi2(5)      =      97.96
Dispersion     = mean                             Prob > chi2     =     0.0000
Log likelihood = -1560.9583                       Pseudo R2       =     0.0304

------------------------------------------------------------------------------
         art |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
       1.fem |  -.2164184   .0726724    -2.98   0.003    -.3588537   -.0739832
       1.mar |   .1504895   .0821063     1.83   0.067    -.0104359    .3114148
        kid5 |  -.1764152   .0530598    -3.32   0.001    -.2804105     -.07242
         phd |   .0152712   .0360396     0.42   0.672    -.0553652    .0859075
        ment |   .0290823   .0034701     8.38   0.000     .0222811    .0358836
       _cons |    .256144   .1385604     1.85   0.065    -.0154294    .5277174
-------------+----------------------------------------------------------------
    /lnalpha |  -.8173044   .1199372                     -1.052377   -.5822318
-------------+----------------------------------------------------------------
       alpha |   .4416205   .0529667                      .3491069    .5586502
------------------------------------------------------------------------------
Likelihood-ratio test of alpha=0:  chibar2(01) =  180.20 Prob>=chibar2 = 0.000

Clicking on the blue...


What is chibar2? The likelihood-ratio (LR) test that is displayed is testing on the boundary of the parameter space.  You are probably testing whether an estimated variance component (something that is always greater than zero) is different from zero by using an LR test.
Suppose for now that the two models being compared differ only with respect to the variance component in question, in which case the test statistic will be displayed as "chibar(01)". In such cases, the limiting distribution of the maximum-likelihood estimate of the parameter in question is a normal distribution that is halved, or chopped off at the boundary -- zero here.  The distribution of the LR test statistic is therefore not the usual chi-squared with 1 degree of freedom but is instead a 50:50 mixture of a chi-squared with no degrees of freedom (that is, a point mass at zero) and a chi-squared with 1 degree of freedom.
The p-value of the LR test takes this into account and will be set to 1 if it is determined that your estimate is close enough to zero to be, in effect, zero for purposes of significance.  Otherwise, the p-value displayed is set to one-half of the probability that a chi-squared with 1 degree of freedom is greater than the calculated LR test statistic.
Sometimes you are testing whether a variance component is zero in addition to testing whether k other parameters (not affected by boundary conditions) are zero.  Such situations often arise when comparing mixed-effects models, such as those fit by xtmixed.  For such tests, the distribution of the likelihood-ratio test statistic is a 50:50 mixture of chi-squared distributions with k and k+1 degrees of freedom, shown on the output as "chibar(4_5)", for example.  As for chibar(01), significance levels are adjusted accordingly.
Finally, if you are testing more than one boundary-affected parameter, the theory is much more complex and usually intractable.  When this occurs, Stata will either display significance levels that are conservative and marked as such or will not display an LR test at all.

Comparing PRM and NBRM
. estimates table prm nbrm, stats(N bic r2_p) b(%9.3f) t(%6.2f) eform

--------------------------------------
    Variable |    prm        nbrm     
-------------+------------------------
      fem 1  |     0.799       0.805  
             |     -4.11       -2.98  
      mar 1  |     1.168       1.162  
             |      2.53        1.83  
        kid5 |     0.831       0.838  
             |     -4.61       -3.32  
         phd |     1.013       1.015  
             |      0.49        0.42  
        ment |     1.026       1.030  
             |     12.73        8.38  
       _cons |     1.356       1.292  
             |      2.96        1.85  
-------------+------------------------
lnalpha_cons |                 0.442  
             |                 -6.81  
-------------+------------------------
Statistics   |                        
           N |       915         915  
         bic |  3343.026    3169.649  
        r2_p |     0.053       0.030  
--------------------------------------
                           legend: b/t
	
[bookmark: _Toc355013400]Testing for overdispersion
1. With overdispersion PRM estimates are inefficient with standard errors that are biased downward. 
1. We test H0: α=0 since when α=0 the NBRM becomes the PRM
1. To estimate the NBRM, Stata maximizes a function with ln α, not with α
· Testing H0: ln(α)=0 is equivalent to H0: α=1 which we do not want
1. A LR test of H0: α=0 is 

	
1. In this example, there is strong evidence of overdispersion:

Likelihood-ratio test of alpha=0: chibar2(01) = 180.20 Prob>=chibar2 = 0.000

Since there is significant evidence of overdispersion (G2(1)=180.2, p<.001), the NBRM is preferred to the PRM.


[bookmark: _Toc355013401]Interpretation of the NBRM
1. Interpretation based on rates is identical to the PRM
1. The same methods for predicted probabilities can be used where




Comparing PRM and NBRM using mgen
Comparing rates
. estimates restore nbrm
. mgen, at(ment=(0(2)50)) atmeans stub(NB)

Predictions from: margins, at(ment=(0(2)50)) atmeans

Variable   Obs Unique      Mean       Min       Max  Label
------------------------------------------------------------------------------
NBmu        26     26   2.82001  1.241455  5.314301  mean art from margins
NBll        26     26  2.333907  1.122784  3.825262  95% lower limit
NBul        26     26  3.306114  1.360127   6.80334  95% upper limit
NBment      26     26        25         0        50  Mentor's arts last 3...
------------------------------------------------------------------------------

Specified values of covariates

        1.         1.                      
   female    married       kid5        phd 
-------------------------------------------
 .4601093   .6622951    .49508    3.103109

. estimates restore prm
. mgen, at(ment=(0(2)50)) atmeans stub(PR)
<snip>


Comparing rates for PRM and NBRM
[image: D:\Dropbox\CDA classes\CDA iu 2013\Work\cda13lec-crm-couart-prm-nbrm-mu.emf]
Comparing probabilities of 0
. estimates restore nbrm
. mgen, at(ment=(0(2)50)) pr(0/9) atmeans stub(NB)

Predictions from: margins, at(ment=(0(2)50)) atmeans predict(pr(9))

Variable Obs Unique      Mean       Min       Max  Label
------------------------------------------------------------------------------
NBpr0     26     26  .1939652  .0648641   .371642  pr(y=0) from margins
NBll0     26     26  .1615177  .0318453  .3382501  95% lower limit
NBul0     26     26  .2264127  .0978828  .4050339  95% upper limit
NBment    26     26        25         0        50  Mentor's articles last 3...
<snip>
------------------------------------------------------------------------------

Specified values of covariates

        1.         1.                      
   female    married       kid5        phd 
-------------------------------------------
 .4601093   .6622951    .495082   3.103109

estimates restore prm
. mgen, at(ment=(0(2)50)) pr(0/9) atmeans stub(PR)
<snip>


Probabilities of no articles for PRM and NBRM
Which model makes the most sense substantively?
[image: D:\My Box Files\CDA13\Work\cda13lec-crm-prm-nbrm-zeroes.emf]

Average predictions 
[image: D:\Dropbox\CDA classes\CDA iu 2014\Work\cdalec-crm-couart-nbrm-prm-pdf-obs.emf]


[bookmark: _Toc355013402][bookmark: _Toc489277202][bookmark: _Toc510622022]Zero modified count models
1. NBRM increases 0 over PRM by increasing the conditional variance
1. PRM and NBRM assume every scientist has a positive probability of publishing 
1. In zero modified models, zero and non-zero occurs occur differently.
1. Zero counts occur through two processes.
· Some people always have 0 counts; some might have 0 counts
· This leads to a greater proportion of 0s since they occur two ways
· We say, “The zeros are inflated”
· The variance increases since mass is added to the end of the PDF
1. Positive counts are generated by one process just like PRM or NBRM.


[bookmark: _Toc355013403]The with zeros model: didactically useful
1. Zeroes occur through two processes
	Group A: people who always have 0 counts
	Group S: people who sometimes have 0s, but sometimes not
1. Probabilities of being in each group:
	Pr(Group A)= ψ
	Pr(Group S)=1-ψ
1. An observed 0 could come from either group.
1. Probabilities of counts by group:

	Group A: 	

	Group S:		

				
1. This is discrete, unobserved heterogeneity.

1. Total probability of 0 mixes the two sources of 0's:

 
1. The Poisson process applies to those in S:
	Pr(Group S)=1-ψ 
1. The probability of positive counts is adjusted:

	
· I could use a NB distribution in stead of a Poisson distribution


[bookmark: _Toc355013404]Zero inflated models model ψ
Next we model whether a person is in A or S
Step 1: Model group membership as a BRM

	
where F() is logistic or normal.
Step 2: Model counts in Group S as PRM or NBRM
1. Zero inflated Poisson (ZIP) model 

	
1. Zero inflated NB (ZINB) model 

	


Step 3: Model counts in Group A (always 0)


Step 4: Mixing Group A and Group S
Predicted probabilities


Rates




Variance for the ZIP 


1. If ψ =0, we have the standard PRM
1. For ψ>0 the dispersion is greater than for the PRM

Variance for the ZINB model 


1. If ψ =0, we have the standard NBRM
1. For ψ>0 the dispersion is greater than that of the NBRM


[bookmark: _Toc355013405]Two types of zeroes
1. Zeros come from two groups:

	
1. Splitting the groups:




1. For ZIP:

	    	




1. For ZINB:

	

	

Example of scientific productivity
Estimation of ZIP
. zip art i.fem i.mar kid5 phd ment, inflate(i.fem i.mar kid5 phd ment) nolog

Zero-inflated Poisson regression                  Number of obs   =        915
                                                  Nonzero obs     =        640
                                                  Zero obs        =        275
Inflation model = logit                           LR chi2(5)      =      78.56
Log likelihood  = -1604.773                       Prob > chi2     =     0.0000

         art |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
-------------+----------------------------------------------------------------
art          |
       1.fem |  -.2091446   .0634047    -3.30   0.001    -.3334155   -.0848737
       1.mar |    .103751    .071111     1.46   0.145     -.035624     .243126
        kid5 |  -.1433196   .0474293    -3.02   0.003    -.2362793   -.0503599
         phd |  -.0061662   .0310086    -0.20   0.842     -.066942    .0546096
        ment |   .0180977   .0022948     7.89   0.000     .0135999    .0225955
       _cons |    .640839   .1213072     5.28   0.000     .4030814    .8785967
inflate      |
       1.fem |   .1097465   .2800813     0.39   0.695    -.4392028    .6586958
       1.mar |  -.3540107   .3176103    -1.11   0.265    -.9765155    .2684941
        kid5 |   .2171001    .196481     1.10   0.269    -.1679956    .6021958
         phd |   .0012702   .1452639     0.01   0.993    -.2834418    .2859821
        ment |   -.134111   .0452461    -2.96   0.003    -.2227918   -.0454302
       _cons |  -.5770618   .5093853    -1.13   0.257    -1.575439     .421315
------------------------------------------------------------------------------

Factor change coefficients for ZIP
listcoef, help

zip (N=915): Factor change in expected count 

  Observed SD:  1.9261

Count equation: Factor change in expected count for those not always 0

-------------------------------------------------------------------------
             |          b        z    P>|z|       e^b   e^bStdX     SDofX
-------------+-----------------------------------------------------------
      female |
     Female  |    -0.2091   -3.299    0.001     0.811     0.901     0.499
             |
     married |
    Married  |     0.1038    1.459    0.145     1.109     1.050     0.473
        kid5 |    -0.1433   -3.022    0.003     0.866     0.896     0.765
         phd |    -0.0062   -0.199    0.842     0.994     0.994     0.984
      mentor |     0.0181    7.886    0.000     1.018     1.187     9.484
    constant |     0.6408    5.283    0.000         .         .         .
-------------------------------------------------------------------------
       b = raw coefficient
       z = z-score for test of b=0
   P>|z| = p-value for z-test
     e^b = exp(b) = factor change in expected count for unit increase in X
 e^bStdX = exp(b*SD of X) = change in expected count for SD increase in X
   SDofX = standard deviation of X

Binary equation: factor change in odds of always 0
-------------------------------------------------------------------------
             |          b        z    P>|z|       e^b   e^bStdX     SDofX
-------------+-----------------------------------------------------------
      female |
     Female  |     0.1097    0.392    0.695     1.116     1.056     0.499
             |
     married |
    Married  |    -0.3540   -1.115    0.265     0.702     0.846     0.473
        kid5 |     0.2171    1.105    0.269     1.242     1.181     0.765
         phd |     0.0013    0.009    0.993     1.001     1.001     0.984
      mentor |    -0.1341   -2.964    0.003     0.874     0.280     9.484
    constant |    -0.5771   -1.133    0.257         .         .         .
-------------------------------------------------------------------------
       b = raw coefficient
       z = z-score for test of b=0
   P>|z| = p-value for z-test
     e^b = exp(b) = factor change in odds for unit increase in X
 e^bStdX = exp(b*SD of X) = change in odds for SD increase in X
   SDofX = standard deviation of X


Plotting sometimes 0's and total 0's from ZIP
[image: D:\My Box Files\CDA13\Work\prm-zip-zeroes-equationlabels.emf]

Comparing mean rates for ZIP and NBRM
[image: D:\Dropbox\CDA classes\CDA iu 2014\Work\cdalec-crm-couart-prm-nbrm-mu.emf]

[bookmark: _Toc355013406][bookmark: _Toc489277203][bookmark: _Toc510622023]Comparisons among count models
[bookmark: _Toc355013407]Count models we have considered
	PRM: 	Poisson regression
	NBRM: 	Negative binomial regression model
	ZIP: 		Zero inflated Poisson model
	ZINB: 	Zero inflated negative binomial model
countfit
1. This program that was so successful that SAS released countreg without citing countfit, although used my dataset as an example!
1. P. Trivedi suggested they change their name to count(er)fit.


[bookmark: _Toc355013408]Comparing mean observed probabilities
1. The mean predicted probability at observed values is 

	
1. We plot the difference between observed and mean probability

	


Lambert plot: summarizing mean predictions
[image: D:\My Box Files\CDA13\Work\lecture-do\crm-couart\cda13lec-crm-couart-countfit-plot.emf]

[bookmark: _Toc355013409]Tests to compare count models
LR tests of nested models
1. PRM vs NBRM: Test the dispersion parameter α
	We found that α was significant (G2=180.2) supporting NBRM over PRM
1. ZIP vs ZINB can be compared the same way
. qui zip art fem mar kid5 phd ment, inflate(fem mar kid5 phd ment)
. est store zip
. qui zinb art fem mar kid5 phd ment, inf(fem mar kid5 phd ment)
. est store zinb

. lrtest zip zinb, force

Likelihood-ratio test                            LR chi2(1)  =    109.56
(Assumption: zip nested in zinb)                 Prob > chi2 =    0.0000

There is evidence that the ZINB improves the fit over the ZIP model.


Vuong test of non-nested models
1. PRM and ZIP are not nested; NBRM and ZINB are not nested.
a. For ZIP to reduce to PRM, ψ must equal 0
b. You cannot constrain the parameters to make ψ=0.
c. If γ=0, then ψ=F(z0)=.5
1. A Vuong test is used instead of a LR test to compare the models

Details on next page...


1. The Vuong test compares non-nested models.
1. 
 is probability of yi from the first model
1. 
 is probability for the second model
1. Define

	
1. 


Let  and  be the standard deviation of 
1. The Vuong statistic is 

	
· 
If , the first model is favored
· 
	If , the second model is favored
For example...

. zip art i.fem mar kid5 phd ment, ///
>     inflate(i.fem mar kid5 phd ment) vuong nolog
  <snip>

Vuong test of zip vs. standard Poisson:            z =     4.18  Pr>z = 0.0000

. zinb art i.fem mar kid5 phd ment, ///
>     inflate(i.fem mar kid5 phd ment) vuong nolog
  <snip>

Vuong test of zinb vs. standard negative binomial: z =     2.24  Pr>z = 0.0125
[bookmark: _Toc355013410]
countfit makes it easier to interpret the results


countfit
. countfit art i.fem i.mar kid5 phd ment, ///
>          inf(i.fem i.mar kid5 phd ment) 

--------------------------------------------------------------------------------
                      Variable |    PRM        NBRM         ZIP        ZINB     
-------------------------------+------------------------------------------------
art                            |
                        female |
                       Female  |     0.799       0.805       0.811       0.822  
                               |     -4.11       -2.98       -3.30       -2.59  
                       married |
                      Married  |     1.168       1.162       1.109       1.103  
                               |      2.53        1.83        1.46        1.16  
                 # of kids < 6 |     0.831       0.838       0.866       0.859  
                               |     -4.61       -3.32       -3.02       -2.80  
                  PhD prestige |     1.013       1.015       0.994       0.999  
                               |      0.49        0.42       -0.20       -0.02  
        Mentor's # of articles |     1.026       1.030       1.018       1.025  
                               |     12.73        8.38        7.89        7.10  
                      Constant |     1.356       1.292       1.898       1.517  
                               |      2.96        1.85        5.28        2.90  
-------------------------------+------------------------------------------------
lnalpha                        |
                      Constant |                 0.442                   0.377  
                               |                 -6.81                   -7.21  . 
∷ plus inflation results ∷
And so on for all models...

Comparison of Mean Observed and Predicted Count

            Maximum       At      Mean
Model     Difference    Value    |Diff|
---------------------------------------------
PRM         0.091         0      0.026
NBRM       -0.015         3      0.006
ZIP         0.054         1      0.015
ZINB       -0.019         3      0.008

PRM: Predicted and actual probabilities

Count   Actual    Predicted    |Diff|   Pearson
------------------------------------------------
0        0.301       0.209      0.091    36.489
1        0.269       0.310      0.041     4.962
2        0.195       0.242      0.048     8.549
3        0.092       0.135      0.043    12.483
4        0.073       0.061      0.012     2.174
5        0.030       0.025      0.005     0.760
6        0.019       0.010      0.009     6.883
7        0.013       0.004      0.009    17.815
8        0.001       0.002      0.001     0.300
9        0.002       0.001      0.001     1.550
------------------------------------------------
Sum      0.993       0.999      0.259    91.964
And so on for all models...

Tests and Fit Statistics

PRM            BIC=  3343.026  AIC=  3314.113  Prefer  Over  Evidence
-------------------------------------------------------------------------
  vs NBRM      BIC=  3169.649  dif=   173.377  NBRM    PRM   Very strong
               AIC=  3135.917  dif=   178.196  NBRM    PRM
               LRX2=  180.196  prob=    0.000  NBRM    PRM   p=0.000
-------------------------------------------------------------------------
  vs ZIP       BIC=  3291.373  dif=    51.653  ZIP     PRM   Very strong
               AIC=  3233.546  dif=    80.567  ZIP     PRM
               Vuong=   4.180  prob=    0.000  ZIP     PRM   p=0.000
-------------------------------------------------------------------------
  vs ZINB      BIC=  3188.628  dif=   154.398  ZINB    PRM   Very strong
               AIC=  3125.982  dif=   188.131  ZINB    PRM
-------------------------------------------------------------------------
NBRM           BIC=  3169.649  AIC=  3135.917  Prefer  Over  Evidence
-------------------------------------------------------------------------
  vs ZIP       BIC=  3291.373  dif=  -121.724  NBRM    ZIP   Very strong
               AIC=  3233.546  dif=   -97.629  NBRM    ZIP
-------------------------------------------------------------------------
  vs ZINB      BIC=  3188.628  dif=   -18.979  NBRM    ZINB  Very strong
               AIC=  3125.982  dif=     9.935  ZINB    NBRM
               Vuong=   2.242  prob=    0.012  ZINB    NBRM  p=0.012
-------------------------------------------------------------------------
ZIP            BIC=  3291.373  AIC=  3233.546  Prefer  Over  Evidence
-------------------------------------------------------------------------
  vs ZINB      BIC=  3188.628  dif=   102.745  ZINB    ZIP   Very strong
               AIC=  3125.982  dif=   107.564  ZINB    ZIP
               LRX2=  109.564  prob=    0.000  ZINB    ZIP   p=0.000

[bookmark: _Toc355013411][bookmark: _Toc489277204][bookmark: _Toc510622024]Commands and model extensions
1. predict after count-data models, such as gnbreg, nbreg, poisson, xtgee, xtnbreg, xtpoisson, zinb, and zip has two new options
	predict varname, [pr(n) pr(a,b)]
a. pr(n) stores the probability Pr(y = n) in varname.
b. pr(a,b) stores the probability Pr(a<y<b) for varname.
1. margins and m* commands compute predicted rates and probabilities
1. tnbreg is for the truncated negative binomial regression for any nonnegative truncation point; tpoisson is for truncated Poisson regression
1. Mixed models for counts were added to Stata 13
1. Exposure time can be added to include the amount of time each case is "at risk" of the event occurring. TODO: exposure time 2011-06-08 

[bookmark: _Toc355013412]*Finite Mixture Models TODO: mixture example [[iu11-06-08 
fmm by Partha Deb fits a finite mixture regression model using ML. maximum likelihood estimation. In Stata, findit fmm
Stata 15 added finite mixture models!
1. Unobserved discrete heterogeneity: Assume two or more types of people in the population but you do not know which group a person is in 
1. Suppose we have groups A and B
1. For Group A

	
1. For Group B

		
1. The parameters can be interpreted for each groups


1. The observed counts come from both sources

	
1. When would a mixture model make sense? Why do we need latent classes?


[bookmark: _Toc355013413][bookmark: _Toc489277205][bookmark: _Toc510622025]Review of count LHS
1. The PRM is rarely appropriate
1. Start with NBRM and skip PRM since you use NBRM to test if PRM is appropriate
1. Inflated models deal with "excess" zeros
1. Statistical and ad hoc tests help select a model, but knowing what makes substantive sense is essential
· If you don't think, you will use ZIP when you need a ONEip model!
1. Other models can also be considered to deal with hurdles, mixtures, truncation and censoring.
TODO: 	1. add exposure
		2. add new count estimation commands
		3. add hurdle model}
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